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A core property of real life surfaces is that they look different dependimieaing

angle and illumination angle. Conventional texturing methods have not fully been

able to capture this property although they have allowed for artistic freedorenCur

surface rendering methods that render mesostructure correctly haseipanith
ways to integrate this property into textures, but they are focused on saropigldr

real world.

This thesis explores a non-photorealistic handcrafted mesostructure repi@senta

calling it the HCBTF, which does not rely on geometry based meso- or

microstructure. A tool is implemented to examine creating, storing and subseque

real-time rendering of such handcrafted non-photorealistic textures that ffeokrdi

from different viewing and illumination angles.

Traditional functions that describe reflectance on a surface return a\sahggefor
the color of a point on the surface based on the angles from which illumination
the surface and light is reflected off that surface towards the vieweg th&rsame
variables the HCBTF strives to rather return a painting style, whichianreas

handcrafted and chosen to represent the values of the angles.
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TEKNILLINEN KORKEAKOULU DIPLOMITYON TIIVISTELMA
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Tyon nimi: Kasintehty ei-valokuvamainen mesostruktuurimalli
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Todellisen maailman pintojen tarkea ominaisuus on, ettd ne nayttavatleilaisi
niita katsoo eri kulmista ja kun valo lankeaa niille eri suunnista. Perinteiset
teksturointimetodit eivat kykene taydellisesti esittamaan tuota osoiuta, mutta
ovat kylla antaneet taiteellista vapautta pintojen tekemiselle. Nydigait

mesostruktuurin oikein esittdvat metodit ovat antaneet tuon ominaisuuden pinn

mutta tAh&n mennessa ne kaikki ovat perustuneet naytteiden ottamisellsdsidelli

maailmasta.

Tama diplomityo tarkastelee pintojen esitysmuotoa, joka on nimetty HCBTF:ksi
joka mahdollistaa ei-fotorealististen kasintehtyjen geometriapdkoherenttien

pintojen esittdmisen. Tyossa implementoidaan tydkalu, jolla kyseisia

katsomiskulmasta ja valon lankeamiskulmasta riippuvaisia pintoja voidaan,piirtaa

tallentaa ja lopulta esittda tosiaikaisesti.

Perinteiset reflektanssia kuvaavat funktiot tuottavat pinnan katsomiskulmanna val

lankeamiskulman perusteella valon intensitettid kuvaavan arvon tietyllellpistee
HCBTF puolestaan pyrkii samojen kulmien perusteella tuottamaan maalaystyyl

jonka kayttaja on kasin tehnyt ja kyseisille kulmille maarannyt.
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Chapter 1

Introduction

In striving for photorealism the computer graphics research comyngnextending
more and more interest to creating surface models dirgotly photographs. As real
images are used as input, such image-based systems produce hotoregtistic
results by default (Debevec, et al. 1996). In using only photographgdsj as the
source of new techniques the expressive power of computer graphies adfthe
results become clinically accurate. The motivation for this shiesio enable artistic
non-photorealism and freedom of expression in the photorealistic worilthagfe

based surface representation. Its motivation is to take 3D wbsdgiend mere

mimicking of the real world.

Figure 1. A screenshot of a surreal striped material that afins itself towards the viewer. Only

blue parts of the material get specular highlight.




This chapter briefly introduces the three fields of computer graphiaich this thesis
combines (see Figure 2) into picture-based, non-photorealistic mes- a
microstructure rendering. Surface rendering and reflectarecehar basis for the
complex field of mesostructure representation. Image-based rend&iR) is the
field of using predefined images as rendering input. Non-photorealestibering
(NPR) strives for the computerized creation of non-photoreapsticres instead of
realistic images. Figure 1 is a preview of the result, wiwehcall the handcrafted
bidirectional texture function (HCBTF).

Image Based
Rendering

Non-Photorealistic
Rendering

Mesostructure
representation

Figure 2. The handcrafted bidirectional texture function (HCBTF) is a combination of three

fields in Computer Graphics.

This chapter also states the objectives of the thesis aasviédl contributions. Finally

we look at the path that the thesis takes into examining the subject matter.

1.1 Rendering surfaces

The idea behind texturing and other similar activities is to adailsl¢éo otherwise
plain surfaces. Modelling 3D objects is a tedious job even atrtudegail levels.
Adding additional polygons until the polygon structure would describe dowimeto t

smallest bumps or even down to microscopic details how objects andulfaces




look in real life is impossible both from the perspective of tloelefier as well as
from the perspective of rendering the object. Even surfaces thattdioteod to
accurately model real surfaces would be severely restri€tthey could not employ
any sort of texturing or other surface models.

But mere photographs cannot replace real world surfaces. Thisighabout variable

texturing, giving surfaces changing detalil.

1.2 Reflectance

If you would take photographs of different surfaces and paste those @pttegmto
the surfaces you just took the photographs from, you would fool no onesiie@ing

that the photographs are the actual surfaces. This is becausenabmary

photograph of the surface changes according to which angle you toghtitagjraph
from and where the light striking that surface is coming frorght.does not reflect
off surfaces evenly, but towards any given direction the radian¢pisvdifferent and
the frequency as well. This property of real surfaces is impprtant for defining

human perception of surface qualities, for making the surface seem real.

In computer graphics different reflection models tackle the prasent of the
property on different geometrical scales and varying accurgagroXimating those
models into digital and analog functions vary in accuracy, speed arck spa
requirements. The model of reflectance properties used ith#ss is based on the
bidirectional texture function - BTF (Dana et al. 1999), and in a saseehe spatial
bidirectional reflectance distribution function — SBRDF (McAllister, 2002)

1.3 Image based rendering

Taking photographs of an object is a quick way to obtain realistic views of that object
Using those photographs to enhance the realism of computer gdngrapics is
what IBR is all about. Light field rendering (Levoy & Hanrahd996) and the
lumigraph (Gortler et al., 1996) are the image based inspiratmnthé way the

model is approximated into a renderable entity in the HCBTF.




Images are a photorealistic subset of pictures. Could the eaisiges of image-
based rendering be replaced by pictures, which are not and do nato di@

photorealistic, to produce picture-based rendering?

1.4 Non-photorealistic rendering

In the history of painted arts when photography arrived and realiimityartists
started seeking new ways to depict feelings and atmosphere inptiatings.
Traditionally the field computer graphics has aimed for photograghaitsm. Even
though there is still work to be done to reach that targetjsdesaory level of realism

has been reached.

Non-photorealistic rendering (NPR) is a term that is used forpaten graphics
methods that strive to render pictures that do not attempt to beaalsereenshots of
the real world. NPR methods include the emulation of differentiartiyles as well

as new ways of expression.

This thesis is about non-photorealistic rendering with a shadinghatoist not bound
to a predefined artistic style. Specifically the tool and thsishere about realistically

behaving yet non-photorealistic surface materials.

1.5 Objectives

The primary objective of this thesis is to describe the posgihihd implications of
as well as a basic solution to creating and displaying in octteea rates of
handcrafted arbitrary non-photorealistic surfaces that obey thacahyaws that
govern real life surfaces. To reach those objectives this tes@ibes the physical
foundations of real life surfaces and how they have been portrayed pletniemted

in computer graphics previously. The method should be compared with défer N

methods and real paintings.

The scope of this thesis is limited to the basic groundwork aroundieaeand thus
special issues around the subject like levels of detail, grazing amglesaultiple light

sources are not solved. The solution is based on the bidirectionaktéxtction and




as such disregards issues like subsurface scattering, welirdltion, transparency

and translucency.

1.6 Thesis overview

The thesis starts out in Chapter 2 by introducing the physical niespef materials
and light reflecting off them that account for the varying prige of real surface
materials. Various laws resulting from those properties are reviewed/alucted.

Next in Chapter 3 different techniques for describing and implementiogpscopic

surface detail are reviewed. Special attention is given to tbedutional reflectance
distribution function (BRDF). Models describing mesostructure-levaghness are
reviewed in Chapter 4. Chapter 5 brings the two previous chaptgether and looks
at comprehensive surface representations. Especially the Biitfroiduced since it is
the physical and photorealistic background for the HCBTF metho@miszs in the

thesis.

Chapter 6 looks briefly at image based rendering (IBR) becdweseHCBTF is
implemented through a novel image based method. The lumigraph and dight fi

rendering are reviewed as methods that served as inspiration for the imigliome

Next in Chapter 7 the idea behind non-photorealistic rendering (MPIRjroduced
and its relation to photorealism is discussed. The relevant ferntkscussing NPR
are reviewed. Some studies on non-photorealism are explored in ordardto f

requirements for non-photorealistic surface materials.

Chapter 8 and Chapter 9 introduce the concepts of reflectance paieflegtance
handcrafting and the handcrafted BTF.

The implementation of the tool to create non-photorealistic BTFsxpored in
Chapter 10. Chapter 11 evaluates the success of the implemented solution and looks at
resulting surface textures as well as discusses possible gsagarios for the
HCBTF.

The thesis continues with discussing and analyzing the HCBTF andiatise for

future research in Chapter 12. Chapter 13 concludes the thesis with a brief summary.

5



Chapter 2

Viewing real surfaces

The basis of creating surface representations lies in thevoela. Even though the
creation of non-photorealistic surface textures requires cedlégmations to the
physics of surfaces it is important to know the basis. Most muphotorealistic

models relate to the physical laws of reality and attempt to model thenfeotjmer.

2.1 How surfaces reflect light

Surfaces reflect and absorb light and they look different frazh ether because they
reflect and absorb light in differently. Fundamentally all sw$aeflect light so that
incoming light is reflected on an anglethat is the mirror of the incoming angie
The mirroring axis is the normal of the surface (see Fi@ireThe incident and
reflected light rays as well as the normal also all li¢hensame plane. In other words
the angles ; and | that define the panning of the ray before and after thectigite

are the same.

Figure 3. Ideal model of reflectance / Specular reflectanceMirror BRDF




However light does not seem to follow these laws in real kfegt in the case of
mirrors. The part of the light that does obey this law (on macate)sds called
specular reflectancerhe reason behind the seeming deviation from the laws is that if
the surface that seems even and flat is examined on the mjgio$evel, then the
surface is not flat any more. The normal of the surface syac@nstantly and
considerably. This causes the light to be reflected into varioustidine (see Figure

4). Evenly scattered reflection is calléiffuse reflectance

Figure 4. Light reflecting off microfacets / Diffuse reflectance

Many surface materials in the natural world also exhibit a phenom called
anisotropy. For example cloth scatters light narrowly in thection of the thread and

widely to the direction perpendicular to the thread (Kajiya, 1985).

All light that hits a surface is not reflected at all anddeematerials exhibit different
colors. These properties are due to refraction and absorption. Dependitg on
material some of the light is refracted into the mateviare it continues in a slightly
different angle. Some light is absorbed into the material wguseating or other
chemical reactions. The color of the object is defined by the lemyths of light
which are not reflected. Due to refraction and absorption the enérgflected light

is less than the energy of incident light.

The amount of incident light is at its maximum when the normal ofsthace is
parallel to the incident light. When the surface is tiltedrizyeasingy;, the amount of
incident light hitting the surface diminishes and therefore tra¢ &mhount of exiting
light diminishes as well. The amount of light striking the sw@ef@aches its minimum




when the normal of the surface is perpendicular to the incident Agicbrding to

Lambert’s law the intensity of light is proportional to the cosing.of

The intensity distribution of scattered light is often describetbbe shape. The lobe
refers to the 4D surface of the intensity distribution function. ©he dimensions are
the two angleg} and ; that define where incident light is arriving from and two
anglesqg: and ; that define where it is reflected to. Since four dimensionsare
easily understandable by humans, a median 2D sample of thehimbe is usually a
simple way to analyze it. That 2D sample is what is nogmmakant when talking
about lobe shapes. A completely diffuse material has a roundHabe snd a mirror
a sharply spiked one. Normally materials have lobe shapes$wedrethe two. Rough
or anisotropic materials have much more complex lobe shapes whdotcae
described by a simple 2D median.

When the light leaves the object entirely flowing in space tdsvéine viewer or in

some other direction it can be described by the plenoptic function, which describes the
entire flow of light in a scene. The plenoptic function is ex@diand simplified later

in chapter 6.2, which reviews the concepts of light field rendeficevoy &
Hanrahan, 1996) and the lumigraph (Gortler et al., 1996).

2.2 Accounting for automatic image processing by theabr

Like Lucht (2000) states, a fact is that all objects we seeyeday look different
when we look at them from different angles. And not only does our migdirection
affect how we see the object, but the angle of illuminationspdagritical role as well.
For example the images below (Figure 5) show a piece of agttwatigraphed from
two different directions. The images look different, even though the piece of asphalt

the same one and the lighting conditions are exactly the same.




Figure 5. A patch of surface in invariant illumination looks different when viewed from a
different angle. The color of the asphalt has chayed. There are less shadows on the
image on the right due to surface features occludg the shadows. The specular

highlights on the image on the left are missing fnm the one on the right.

The human brain automatically adjusts to the differences in Flguvken we walk
around in real life. Durand (2002) sums up several older studies andhaaysur
brain is very good in extruding intrinsic properties of objects. Intripsoperties are
unvarying constants like for example reflectance. Extrinsic ptiegdike the varying

light from the object or its changing color are discounted. For example we do not eve
notice that objects get smaller when they get further from us. Tisiguite easy to
“estimate the intrinsic color of an object, but it is very har@égdsess the color of the
light leaving it”.

Durand goes on to state that our chromatic adaptation functions ffererti way
when looking at pictures. For example video cameras need to be halfdieced
because our brain adapts to the lighting conditions of the room chwe look at
the picture. However discounting the intensity of light and finding itiensic

intensity is done even when looking at pictures.




2.3 Dividing the surface into microstructure, mesostriuce and

geometry

In computer created and viewed surfaces the detail level of tfaeswften needs to

be divided according to its scale. McAllister (2002) refers te thé multiple
frequency bands of the surface and depicts the division with aaswslalization as
Figure 6. The highest frequency can be thought of as the microstructure of tbe.surfa
Rough details are considered part of the mesostructure and tbst lquency

corresponds to the geometry. Dana et al. (1999) refer to the same idea.as scale

Figure 6. Dividing surface appearance by frequency or scale

A golf ball is spherical on the geometry level. On the ntegowire level it is full of
small cavities. Microstructurally the golf ball is made of whiteagleng material.

In a way the categorization of surfaces by their scalaiifase-related literature is
accommodating the way the human brain understands surfacessAthé division
of surface elements into scale categories is not fixed, butatige is a matter of
choice. The choice depends on the surface and the distance fromtusmbwed as

well as desired accuracy.

A machine might need a mesostructure representation for speetdds from the
same distance from which a microstructure representation fomen suffices for
those details. Often the microstructure of a surface is smoatitethus simpler to

represent than its mesostructure.

Koendrink and van Doorn (1996) call the geometry level megascale, buivisther
they talk about the same idea. According to them, the scale edifierbetween
geometry and mesostructure spans 1 or 2 orders of magnitude. Angttdaeding

that would count as microstructure.
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2.4 Properties of rough surfaces

Reflectance and color are not the only issues that make surfaitle rough
mesostructure look different when viewed from a different point omwlighting
conditions change. In addition to the normal of the surface that chantieshe
bumps also self-shadowing, self-occlusion or vignetting and intectieins
contribute to the looks of the surface.

Lambert’s law applies to the surface locally. The nornfas define the intensity of
reflected light on each point on the surface due to Lambew’'sila the local normals
of the smallest visible details on the surface. The mesostruttires those smallest
visible details. Therefore the angle of incident lights not the same for the points on

a rough surface due to the local normals.

Self-shadowing refers to shadows on surface elements causethédry surface
elements when light hits them. The shadows come from bumps occlsulifage
elements behind them from the light. Looking at a single point on thacsurself
shadowing might cause sudden changes to the illumination of that pibiatsiiadow

of another surface element covers that point.

Self-occlusion refers to parts of the surface getting hidden behied parts of the
surface or appearing from hiding when the viewing angle is @thngvhen
portraying mesostructure in computer graphics a flat surfatetatprojection of the
rough surface is often used. Abrupt changes to points on the 2D projection a

possible because of self-occlusion, especially in combination with self-shadowing

Interreflections refer to situations where light does not imntelgideave the surface
after it is reflected. In such a situation a ray of lighdtfhits one spot on the surface,
perhaps some of the light is absorbed and the rest is reftestacds another spot on
the same surface. The absorption from both the first spot asisvaily further points
of reflection contribute to the intensity, color and direction ditligpat finally exits
the surface. When that beam of light reaches the eye of thevelhydee/she sees the

contribution of all spots the light has reflected from as how the final spot looks like.

When looking at a single point on a rough surface the law of conseradterergy

might seem untrue. Even though energy is conserved over the whoézesurf

11



interreflections disturb the law by enabling more light to exgoint on the surface
than entered that point from beyond the surface. Also incident ligitighé point

might not get reflected off the same point if the rough surimgm®rtrayed by a 2D
projection because the projection is different for the two vectosn Adfracted light

or self illuminating material might seemingly affect the law.

Subsurface scattering amounts to refracted incident lightngxithe surface at
different points. Basically the light is absorbed into the serfabere it bounces
around and exits at a different point amounting to light where the dgowfethe
surface would suggest only shadows. For example according to Borsmdkbewais
(2003) the human face cannot be rendered realistically without congjdiris
subsurface scattering. Subsurface scattering implies theoid&anslucency, which
again implies transparency. These are complex issues and are beyond tlot guspe

thesis.

Lobe shapes of rough surfaces are, because of all the pregammns, very erratic

and difficult to portray with simple functions.

12



Chapter 3

Representing the microstructure of a

surface

This chapter goes through different reflectance models thaisae and compares
them with real world reflectance. The methods described in liaigter focus on the
microstructure of the surface and thus they cannot accuratelayootgh surfaces.
Flat surfaces in this chapter refer to flat mesostructurejduabt restrict geometry in
any way. Actually the mesostructure can be that of a roudériaa but any effects

due to mesostructure will have to be handled by other means.

The first subchapter reviews models that do not account for spati@tion in
reflectance properties. The second one looks at ways to copthevgpatial variation

inherent in many real materials.

3.1 Spatially uniform reflectance models

This subchapter goes through reflectance models from the sinipldbe most

realistic.

First extreme cases of perfect diffuse and specular tiefiscare examined. Then a
hybrid reflectance model that accounts for both the diffusespadular components
is reviewed. The final part looks at the BRDF, which is a common and comprehensive

method for representing microstructure.
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Lambertian reflection model

The Lambertian surface is not really a reflection model ¢toatd model different
types of surfaces, but more an idealistic perfectly diffuseaserfThe BRDF for a
Lambertian surface is constant, meaning that the light isesedtevenly in every
direction. The point for including the Lambertian surface herhas d¢onsidering all
surfaces Lambertian is a computationally efficient (althougbstiy grossly
inaccurate) solution and corresponds basically to accounting onlyefdadt that the
intensity of light is proportional to cag, the tilt angle of the light hitting the surface

(see Equation 1).

| =1k, cosg,

Equation 1.  The diffuse illumination equation

I, and k in Equation 1 are the point light source’s intensity and the médettitfuse-
reflection coefficient respectively (Foley et al, 1996).

Although Equation 1 accurately describes a perfectly diffuse olgbpcts will look
harsh when rendered, because the light hitting the surfacaugiloe from only the
point light source. In real life other objects reflect light andeffect become
illuminants themselves. To approximate this phenomenon of light arrfvomg all

directions an ambient term can be added to Equation 1 to produce Equation 2.

I =1k, +1 Kk, cosg

Equation 2.  The diffuse illumination equation with an ambient term

In Equation 2 { is the intensity of the ambient light and s material specific

coefficient describing the effect of the ambient light on that material.

Phong illumination model

The Phong model adds a specular component to Equation 2 and assumes that
maximum specular reflectance occurs when the incident arettedd| angles are the
same. When the reflection angle changes from the optimunefleetance falls by a

factor of coS g. By varying n, thespecular-reflection exponenmaterials with a

sharper or softer falloff can be achieved. The overall stnemdtthe specular
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reflectance of the material is controlled by the materiafgecular-reflection

coefficient

Even though a nice range of different hypothetical materimi$eanodeled using the
Phong model, it has its deficiencies. Real materials do not conéothe restrictions
of the Phong model. Even though the Phong illumination model is not physic
correct, it is popular and gives visually pleasing results for ymaonperfect

reflectors.

The Cook-Torrence model

The Cook-Torrence model (Cook & Torrence, 1982) is based on the division into
ambient, diffuse and specular reflections. The Cook-Torrence modelinsomnie
possibility for off-specular reflectance peaks. In esseneectiok-torrence model is
more complex and realistic than the Phong model, but still an approximait

reality, since it is not a freeform function.

Cook and Torrence do however introduce the concept of bidirectionaltaefte into

computer graphics reflectance models. Bidirectional reflectaneans the ratio
between the energy of incident light arriving from a giveedion and the intensity
of light reflected in another direction.

Bidirectional Reflectance Distribution Function (BRDF)

The BRDF (Nicodemus, 1970) is the uncompromised model for describing the
reflecting properties of a material. It does however omit fifects of subsurface
scattering, fluorescence, phosphorescence, and polarization asasvedpatial
variation. The BRDF is a four-dimensional function that takes theeargjlincident
and reflected light as variables. The previously presented modelsaciually

approximations of the BRDF.

The BRDF shown in Equation 3 is as its name suggests a functidedoribing the
distribution of bidirectional reflectance. That means that each gfaincident
illumination angle (;, ;) and reflected light angle{ |) has its own reflectance. The

incident illumination (df from a specified direction divided by reflected radiance
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(dL,) towards a specified direction give the BRDF (f) of thosscHed reflected and

incident angles.

f ):dl‘r(qr7fr)
7 dE(g.1)

Equation 3.  The bi-directional reflectance distribution function (BRDF)

f(@.7::q.,

BRDFs follow some rules. According to McAllister (2002) alllr&rDFs follow
Helmholz reciprocity, which states thatif( i; , ) =f(, 1 i, i);in other words
that the BRDF for a set of angles is the same as fibuatisn where the incident and
reflected angles are swapped. Also due to energy conservatidotédhancident

energy Emust always be equal or greater than the total reflected radiance L

Obviously it is imperative to find the BRDF of different ma&siin order to use the
function for rendering realistic surfaces. The definition of BRRDF implies that the
obvious way to acquire BRDFs of different materials is to kdaw value from a
horde of different angles (Dana et al., 1999 / Borshukov 2003). According to
Rusinkiewicz (1997) another popular method has been to obtain the BRDFaf

theoretical model.

3.2 Spatially varying reflectance models

Using the same reflectance for the entire materiateg@table when the material in
guestion remains exactly the same throughout the object. Howeversoftanes are
made up of different materials with varying reflectance piogserFor example the
black ink on this paper has a different reflectance from the papeprinted on. If
this paper were to be depicted on a polygon, these reflectanageshaauld need to
be taken into account. In fact the differing reflectance is whakes the reader

distinguish the letters from the paper.

Varying reflectance accounts for changes in diffuse and specolor. A single
surface can have materials with reflectance properties diff@r in lobe shape,

position, and light absorption capabilities.
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Texture mapping

Quite early into computer graphics it was noted that computerajedesurfaces look
unrealistically smooth and uniform. In 1975 Catmull created a metHizal caxture
mapping to alleviate this problem. The varying color of the surfaa® stored in a
map called a texture. The values in that map were then usedi¢otise intensity of
light reflected from the surface. Textures are meant to septehe color of surface
microstructure and one of the spatially uniform reflectance faddem Chapter 3.1
should be used to represent the intensity of the reflected light.

As Blinn (1978) notes the technique was successful in representitegnpaon
objects. Reflecting on Blinn’s comment in light of current knowledgesurfaces, he
was probably meaning that texture mapping was (and still i) sreccessful in
depicting varying color information of surfaces with otherwise umfor
microstructures. Koendrink and van Doorn (1996) state the usefulnessgtuarfet
mapping as “a simple and effective method if real albedo vamsmtre to be rendered

(tattoos, painted marks, texture that is due to inhomogeneities in the bulk niaterial)

After 1975 it has been realized that texture mapping can be tasedale other
properties of surfaces besides the intensity of light accordintpe color of the
surface. The termexture mappin@ndtexturesin this thesis are however used in that
original meaning of storing color information in an array and mapiiiag2D array

on a 3D-surface.

Another approach to using textures to describe surfaces is to tdttbe traditional
polygon model and rather describe the volume of the object. Which poispade

have matter and which do not?

Solid texturing (Peachey, 1985) is based on 3D textures. The ideacigate a
function that returns the appropriate color of a point in space wheostton is
given as input. The texture appears smoothly when the surface ge@ngitren as
the argument for the function and can be used like normal texturemé&tied is
designed specially for materials that vary volumetricéikg stone or wood (see
Figure 7). It also eases the task of texturing complex gegnigana et al. (1999)
point out that the method is very computationally intensive and applicablémited

variety of textures.
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Figure 7. Peachey, 1985. Wood as a material changes volume#lly. The piece has been

textured with solid texturing, which is a 3D textuiing method.

Perlin and Hoffert (1989) take the concept of volume rendering evemefutith
hypertexture by talking about densities rather than stricthsidering whether matter
is present or not. Their method is especially useful for fluffy abjer objects with
no real surface at all like fire and clouds. The rendering ofrigxtere is obviously

even more computationally expensive than rendering solid texturing.

Spatial bi-directional reflectance distribution function (SBRDF)

In attempting a physically correct representation of surfdeesarying properties of
a flat surface have been represented using two tiers: the BR&deount for angular
variance and textures to account for spatial variance. The prewtanthis approach
is that often the spatial variance exhibited by real madeisanot just a matter of
changing color, but as the color in the texture changes, so does its BRDF. ThE SBRD
(McAllister, 2002) is the obvious solution where an individual BRDEtaed for
each point of the texture. The term SBRDF is not widely usedubedhere seems to
be some confusion on whether the BRDF was originally intended tpdgally
varying. However it is important as a physically correatrostructure representation
and to make a clear distinction between spatially varying antdakpanvariant
BRDFs.

Later in the thesis the Bidirectional Texture Function (BTF) theéegrates both
micro- and mesostructure into a single representation is revidlvedsBRDF can be
considered a special case of the BTF with flat mesostructunee $1e SBRDF need
not worry about self-shadowing or other issues caused by the metas, it has the
same rules as the BRDF and thus does not computationally fas@ntleeproblems as
the BTF.
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Chapter 4

Representing the mesostructure of a

surface

Taking into account the mesostructure of a surface is requiredatisfactory
representation of rough surfaces. Normally representing the tnedosee as a
separate entity from the microstructure is based on the umdedgometry of the

mesostructure. This chapter reviews methods that focus solely on mesastructur

4.1 Bump mapping

To alleviate the problem of the excessive smoothness of sudezsed by texture
mapping alone, several techniques have been created. The techniquneslgf on
textures and/or other techniques like the BRDF or Phong shaditakeocare of
effects caused by the microstructure.

Bump mapping (Blinn, 1978) is the activity of applying a perturbationtiomd¢o the
surface normal and then using that new normal in the shadioglatedns. Bump
mapping alters the geometry of the surface only for calculatibtiee normal of the
surface, but the original geometry is used for rendering thgalagblygons. In
principle the bump function creates bumps on the surface by first meunfigce
points from their original positions along the surface normal acugriai the bump

map. New normals are then calculated from the partial derigditédee new surface
coordinates. The new normals are finally used in shading calculations. Bump mapping

is a fast and efficient way to introduce mesosurface-level details.
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Koendrink and van Doorn (1996) compare different mesostructure methods with
physical reality and praise bump mapping for capturing major gtiaéttrends. The
bump map does however deviate from physical reality. The dgsioblems of
bump mapping have to do with the fact that while surface normalgehtre actual
geometry doesn’t. Shadows, for example get rendered wrong hasaglhouettes.
Dana et al. (1999) point out that bump mapping does not take into acadunt s
shadowing and as with most mesostructure representations requiresdg®wf the
surface shape.

According to Koendrink and van Doorn (1996) the effect of vignetting dr sel
occlusion, which is an effect caused by surface mesostructereenismore important

in viewing surfaces than microstructural lighting effects edusy tilting the surface.
Bump mapping does not support self occlusion since points on the sddaocet

really move in relation to one another according to mesostructure geometry.

Several optimizations on the original bump map concept have been proposed
detailed description of one of them and brief introductions on othersrast€dt al.
(1998). The idea of perturbing the normal has been taken beyond the ddgmails
well. For example frame mapping (Kajiya, 1985) is the extendiibe of bump
mapping where the surface coordinates that are used to talthdanormals can be
moved on the binormal or tangent as well as on the normal to alloesespation of

anisotropic materials.

4.2 Displacement mapping

Displacement mapping was introduced by R. L. Cook in 1984 to tackledhiems
of bump mapping. In comparison to bump mapping reviewed above, the idea behind
displacement mapping is to actually modify the surface geometrsndtch the
mesostructure. The surface mesh is tessellated or divided imt@ex amount of
smaller triangles. In essence the mesostructure is thusitseEs by geometry by
introducing micro-polygons. The micro-polygons are displaced accordinthet
displacement map and can then be rendered like normal geometry. Qbviusis

creates an enormous volume of geometry, being equal to modeling ighealor
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geometry with more detail. Thus displacement mapping is slow amwlyrused in

offline rendering.

Schaufler and Priglinger (1999) introduce an improvement in the spaedd#ring
displacement maps. They use warping, a method borrowed from |Bfie aseans to
generate novel views on the surface. Warping means transfotineiredements of an
input image to match another image and compressing or stretching the contegts dur
the process. Warping is about changing the shape of those edentelat morphing
includes the change of color information as well. The idea isnereviews of the
displacement mapped surface by warping from the view wheegidare not self-

occluded.

The method avoids the generation of holes which is normally one dbigigest
problems in warping. The reason holes are not created is because adjacem pbints
displacement maps are connected by slopes by definition. Th#iodnes fast and

produces satisfactory results.
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Chapter 5

Comprehensive surface representations

Complex surfaces have rough mesostructure, their composition franegoint to
point and light reflects off them in varying ways. These comporenisbe called
roughness, variance and reflectance. One of those might sidfigwe the viewer
enough information to let her guess what the surface represent§yadting the
viewer into believing that the surface is real needs thén®&kourse a special case
surface might be rendered acceptably by using only one of tiadles, or even by a
totally different function. There are two generally successhys of approaching the
comprehensive solution: either by combining three solutions matchinghtbe t

different components or by representing all three components as one.

5.1 Combining micro- and mesostructure representations

A common route to rendering acceptable images is to combine ondéeof t
microstructure representations (reviewed in Chapter 3) with otleeahesostructure
representations (reviewed in Chapter 4). First the mesostructuttee cgurface is
somehow applied to the geometry. Next a reflectance model is Gpmiiethe

modified geometry.
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Figure 8. (Owen, 1999) A comprehensive surface representatiareated by combining phong

shading, a bump map and a texture map.

For example a surface might be bump mapped and the phong illuminatiomh mode
could be applied on it. If a texture that fits with the bump mapugtiplied by the
resulting brightness of fragments of the surface the resulteguite satisfactory like
Figure 8. A combined representation will of course have the passgiland

restrictions as well as the benefits and disadvantages of the components involved.

5.2 Texture mapping alone as a comprehensive surfagaresentation

Texture mapping presented in Chapter 3.2 can be as a representatiba of
mesostructure enough to let the viewer make an educated guess shdtce is
supposed to be rough. For some cases the guess is enough and quiteyoalgousl|
fast to process, but the unchanging image on the surface withalkg the human

brain inherently think of the surface as rough.

It was soon noticed (Blinn, 1978) after texture mapping was inventedusitag

texture maps as representations of the mesostructure wererpatueeessful. The
colors in a texture that stores surface colors are eithahtmacteristic colors of the
surface, the median of the color in different lighting and viewdngditions or a
picture of the surface from a single reflected angle anld avgtet lighting. That single
picture is used to scale a reflectance function representillu@ination and viewing

directions. On a flat surface that doesn't really have meststeychis does not
create problems. However when a rough surface with a notewodbkgstnucture is
represented, the roughness disappears. The surface becomesatiaelibe effects of
lighting change uniformly throughout when the surface is tilteddendot change at
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all when the surface is rotated. Different points on the surfameld have different

normals due to surface mesostructure.

A texture map which is a picture of a surface in specifigrilhation and viewing
situation is actually a really good comprehensive representatibotbfmicro- and
mesostructure if the environment (incident and reflected lighteanhgnatches the
environment during which the texture was recorded. This restrictionaily strict
since it allows for no movement of the light source or viewer ftheir intended
positions. If the texture map was different for each environmewutd be a perfect
solution. This comprehensive representation is independent of scene ctmplexi

because it stores no information on meso- or microstructure geometry.

The BTF, which is reviewed next, as well as the HCBTF, wii¢he method created
in this thesis, are both essentially based on texture that chacgmsling to incident

and reflected light angles.

5.3 Bi-directional Texture Function

The bi-directional texture function, BTF, (Dana et al. 1999)/(Dana 1899) six
dimensional function “which captures the variation in texture withmination and
viewing direction.” Dana et al. describe the BTF by comparingitit the BRDF.
While the BRDF provides physically correct appearance imtéetioned terms it is
only applicable when local surface variations are subpixel and deftactance is
uniform. The BTF on the other hand is a function which can describgface that

has reflectance variations.

The SBRDF can describe a smooth surface with fine scalesitytevariations, but
each of the elements in an SBRDF has the properties of a B&RDthe SBRDF is
made of a set of BRDFs, the BTF is made of a set of whgteBa et al. (2003) call
apparent BRDFs (ABRDFs). Lobe shapes of ABRDFs might lodallpw their

BRDF equivalents in some materials, but generally that istrnet The ABRDF
contains the visual effects caused by rough mesostructure: shbeoagise of
mesostructure level normals, self-shadowing, self-occlusion amdreftections. The

BRDF ignores those effects. ABRDFs are not independent fromaheh like the
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BRDFs in an SBRDF are because surface elements thatdreanether surface
element might cause some of the abovementioned mesostructure depesdant vi

effects.

The BTF is essentially a 2D projection of the underlying 3D sarfahich changes
according to illumination and reflection direction. A point on tima&ginary surface
on which the BTF lies might map to a different point on the underlyough

mesostructure geometry when the viewing direction is changedu&s &d Healey
(1998) note self-shadowing, interreflections, self-occlusion and locdirghen rough

surfaces mean that describing the BTF with a relatively sirypiction like the ones
used in describing BRDFs is impossible. ABRDFs are not smoothidnecind can

describe the specialties of surfaces with rough mesostructure.

While the BTF is a mesostructure representation, the non-geommpgioach makes
also microstructure an inseparable part of it. One cannot use anatitestructure
representation with the BTF. Actually the BTF could be used toridesonly
microstructure and use a different method for the mesostructureou@se in the
general case using a BTF in the place of a BRDF would best whresources since
the BTF is excessively complex for expressing the genesatlyoth lobe shapes of

microstructure.

The BTF like the BRDF is used in both computer vision as well as computeragaphi
Most research on the BTF is focused on finding efficient wayepoesent it. The
chosen point of view, computer vision or computer graphics, defines how the
representations seek to simplify the BTF. The computer vision pointeof is
concerned with how to recognize materials and the computer gsapéw with how

to recreate views from the representation. Examples of the cempsibn view are
Suen & Healey (1998) and Cula & Dana (2001). Examples of the grapbwsare
tensor textures (Vasilescu & Terzopoulos, 2003), polynomial texture maps
(Malzbender et al. 2001) and a chained matrix factorization approaSykens et

al. (2003), which seems promising.
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Chapter 6

Image-Based Rendering

In contrast to traditional rendering, which is about renderingvifvs from a
predefined 3D geometry, image-based rendering (IBR) is about neghew views

from predefined 2D views of a scene.

The chapter first reviews methods used to acquire data for ibesget methods.
Since the HCBTF implemented later in Chapter 10 is essgnaallimage based
method, the methods discussed relate to the HCBTF, even if thacahys

accumulation of image data is virtual in the HCBTF.

According to Shum et al. (2004) image based rendering can beielhsstb three
categories according to geometry used. This thesis and chaptesesoon the
category that doesn’t involve any geometry. The other categamesendering with
implicit geometry and rendering with explicit geometry. Theoant of predefined

geometry is inversely related to the amount of input images needed by the method.

View-dependent texture mapping (Debevec et al., 1996) is an exanpighly
geometry oriented methods (explicit geometry) which requiretaildd model on
which images are pasted. Unstructured Lumigraph Rendering (Buethédr, 2001)
on the other hand is a hybrid method (implicit geometry) wheredts! @f required
predefined geometry is much lower. These areas of IBR are howeyend the

scope of this thesis.

This chapter will review the non-geometry oriented methods of fightt rendering
(Levoy and Hanrahan, 1996) and a similar method, the lumigraph (Gettir,
1996). Light field rendering and the lumigraph serve as a basis fonfthementation
of HCBTF, which is presented in Chapter 10.
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The premise of reviewing non-geometry oriented IBR is that remgilsempled BTFs
is IBR since the BTF is formed from sparsely sampled inpug@siaA BTF made by
sampling is an IBR method that makes no assumptions on the geontteyscene it
is depicting. With the scene in the case of the BTF we menggn the scene

presented by meso- and microstructure.

6.1 Acquiring Images

The traditional way of acquiring data for the purposes of non-geore&pted

image-based rendering is by building a device similar to the goniorefletdnom

The Gonioreflectometer (see Figure 9) is a device for miegsa BRDF. The device
consists of a light source illuminating the material to be oredsand a sensor that
captures light reflected from that material. The light sowsbeuld be able to
illuminate and the sensor should be able to capture data from a hemiaphend the
target. The hemispherical rotation dimensions of the sensor and digitesare the
four dimensions of the BRDF. The 'gonio’ part of the word refers to the

multidimensionality of the device. (Foo, 1997)

Figure 9. “A conventional gonioreflectometer with movable lidit source and photometer”
(Ward, 1992)
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Several similar devices have been built and used to captureodaienfiar functions.
Most of these devices use a camera instead of the light iptemsétsuring sensor to
capture a two-dimensional sample of the target. Examples includgpasal
gonioreflectometer for capturing the SBRDF (McAllister, 20023amera gantry for
capturing the light field (Levoy & Hanrahan, 1996) and an unnamed eldw@ic
capturing the BTF (Dana, et al. 1999).

An essential problem in such devices that capture a spatially varying dlas as the
spatial location of the sample changes so does the angle djtitrealy arriving in the
camera. In the papers mentioned above the varying directions ofjtitedy have
been taken into account by saving the captured data according e¢oaiingles. Like
Gortler et al (1996) note, the camera has also other intrinsicrpegpthat must be

taken into account like the radial distortion caused by the lens.

Image capturing can be done also simply by hand held cameriderGaral. (1996)
note, that the essential problem in handheld-camera-sampling isniohetey the
extrinsic properties involved. Extrinsic properties mean namelyrikaown location
and rotation data of the camera in relation to the target. Gerdetution to the
problem is to plant calibration markers around the target anddolata the position

and rotation of the camera according to those markers.

The target of image capturing does not have to be a real obpatierGt al. briefly
touch the issue of aquiring synthetic images merely noting hietstraightforward.
The basic reason for the easiness of synthetic IBR is thetHat the technique
enables full control of the intrinsic and extrinsic properties involgaekn physics

can be bent in a virtual scene for the purpose of acquiring better samples.

It is conceivable to apply non-photorealistic pictures as samptelBR methods.

Since pictures rarely have strictly accurate or coherent gegrthe non-geometry
based methods would be more useful for such endeavors. The large amount of
samples required could also prove to be a problem. The HCBTF irmpledin
Chapter 10 is an attempt in using pictures for IBR. Problems andioss are

therefore discussed later in more detail.
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6.2 Light Field Rendering / The Lumigraph

Light field rendering is an image-based method by Levoy and Hanrél996) that
enables interactive rendering of a fixed illumination scene kindga2D slices of the
4D light field that radiates from that scene. The lumigraph btl€ et al. (1996) is

essentially the same idea published roughly simultaneously with lightdiettring.

In defining the physical basis for the lumigraph Gortler et(E396) refer to the
plenoptic function. The 5D plenoptic function describes the flow of kkginpletely.
It describes intensity of light in each position globally in a coration of traditional
3D space (x,y,z) and a unit spherical coordinate systgf) (hich defines the

direction the light beam is traveling towards.

Gortler et al. enclose a region of space in a virtual objectestdct their interest in

the plenoptic function to the surfaces of that object. All liglavieg the volume
inside the virtual object must pass the virtual surface. Thayresshat the medium

the light is traversing to reach the viewer is transpaaadthomogenous resulting in
straight and intensity-invariant beams of light. The plenoptictionon the surface

of the object is sufficient to describe the contents since tag# travel straight and
their radiance remains constant. Since coordinates on the virtdateswzan be
defined with only 2 coordinates one of the dimensions in the plenoptic function can be

removed. The resulting 4D plenoptic function is what Gortler et al. call atapig

The light field as a concept is attributed to Arun Gershun’s papeector irradiance
fields from 1936. The idea is that if a statically lit scetags static then areas around
it are filled with a static light field of light beams angting from the scene since the
intensity and direction of a beam of light stays constant if isfoecollide with
anything.

The light field can be described by setting two nonintersggtianes (uv and st) in
front of the scene (see Figure 10). The two points where a lmarsects the two
planes identify each beam in the field. To understand the idea onenagine that
the st-plane which is closer to the scene is in fact a sofiitamination that spews
out light into the light field and the uv-plane consists of placesdk &t the first one.

If we think of the st-plane as a photograph of or a texture desgtibé scene then by
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moving on the uv-plane we would see that photograph or texture change cgnstantl
The light field consists of beam colors recorded into the famedsional space that

is defined by the two dimensions in each plane.

Figure 10. (Levoy & Hanrahan, 1996) Two ways (a & b) to undestand a light field. Values on
the two planes define the intensity of light beamsaveling from right to left through
the two planes. The 4d field is discretized and fteened to 2D on the right.

The light field representation in Figure 10a corresponds to disaet@oints on the
uv-plane which each show a different view of the virtual object onsti@ane.
Finding novel views of the virtual object requires interpolation betwseveral

images.

Figure 10b shows another representation of the light field. In épiesentation the
uv-plane is seen from all the discrete points on the st-plane. Eawhfram the st-
plane contains all the possible colors that that viewpoint can lookwlilen it is
viewed from the vu-plane. The advantage with this “upside-down”-repegsemis
that finding novel views of the virtual object behind the planes iplgilan matter of

interpolating neighboring pixels.
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The light field rendering method is image-based as the datast issobtained by
taking photographs of a scene or object. Levoy and Hanrahan (1996 lieltice

very similar to the gonioreflectometer and called it a cangantry. The device is a
computer-controlled camera that records the camera positionakes photos of the
scene to be portrayed. The camera gantry in essence directlys ¢cheatepresentation

in Figure 10a.

Since the light field consists of two essentially separateegplahe two planes can be
digitized in different sampling rates. The st-plane’s samplatg determines the
resolution of the picture and the sampling rate of the uv-plane datsriie amount

of artifacts in and the sharpness of change in each novel view.

Although the light field and the lumigraph have originally been usedescribe
scenes and objects they are more than well suited to describigly surfaces. The
light field and the lumigraph both essentially involve pasting a ¢hgrtgxture on a
virtual surface that has been arbitrarily placed in spaceinBake changing texture
over an existing surface and using it represent the surfaceneatierseems more
logical. Also the problematic issue of rendering views from ingfde scene is

avoided since mesostructure should not be observed from such a distance.

For the purposes of this thesis the way the light field and theglaph are
implemented have some deficiencies. First they do not cover the eloine of
reflected beams exiting from the st-plane, only the beamadhittie finite uv-plane.
The other issue in these methods is that they both requirelgfaticg. These issues
are considered and a mesostructure representation inspired bynigeaph and light

field rendering is developed in Chapter 10.2.
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Chapter 7

Non-photorealistic Rendering

This chapter first defines non-photorealistic figures as pictiln@sdo not strive for
optical accuracy. The chapter then considers computer depiction fiorreia art
history - finding analogies and motivations from it. Non-photorealigi@ering is
next dissected in different ways. Finally some relevant stuafie®mn-photorealistic
rendering related to this thesis are reviewed. For a morgedetgscription on non-

photorealism and non-photorealistic methods see Arponen (2006).

7.1 Defining non-photorealistic rendering

Non-photorealistic rendering as a term is according to Durand (20a&)ly
considered an unsatisfactory term for the field it describgsar&tng photorealistic
images from non-photorealistic pictures is not straightforward. Eaaism itself is a
vague term. Nevertheless non-photorealistic rendering has becdestaeto term to
describe the field.

Durand (2002) categorizes Vvisual representation imttages pictures and
visualizations In computer graphics these terms are often used intermixeah, thi i
thesis they are used as defined here. The definition statemtgssare a subset of
picturesandpicturesare a subset ofisualizations(see Figure 11 for a visualization
of the categories)Visualizationsrepresent any data or subject, even if they are not
visual to begin with.Pictures are visualizationsof a visual scene and the term
depictionis used for the act of creatimgctures Imagesare pictures that can be

characterized by optical accuracy.

32



Figure 11. A visualization of Durand’s (2002) categorization b visual representation. XML-
visualization courtesy of T.-P. Villamaa. Dragon ptture courtesy of P. Laakkonen.

Bottle image courtesy of E. Halkka.

According to the categorization non-photorealistic rendering can beedehs
algorithms and numerical methods that strive to produce picturescdhabt be
characterized by optical accuracy to a visual scene or olbjeas. non-photorealistic
rendering always produces pictures, but never images. The leoplicl accuracy
needed for a picture to be considered an image is of course suhjeldte line
between visual and non-visual data in terms of whether a visu@tizata picture is
subjective as well. Those subjective lines mean that this definfior non-
photorealistic rendering is not objective and therefore slightiyu@awithin the

boundaries of subjective opinions.

David Davies (2004) defines a piece of art as the full perforeanh creating that
piece of art instead of merely the object itself regarddédbe way it was made. In
relation to trying to define non-photorealistic rendering, Daviésaimight be taken
to mean that intentions are essential. If a piece strives fmabptalism (like Doom
by ID Software (1993) in Figure 12) it should not be considered non-phigtoea
rendering even if the result would be optically less accuhate & piece aiming for
non-photorealism (like Xl by Ubisoft (2003) in Figure 12). A pieaaiag for non-
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photorealism should be considered non-photorealistic rendering regaadlets

Success.

Figure 12. Doom by ID Software (1993) does not look opticallgccurate, but it intends to, thus it
isn't non-photorealistic rendering. XIll by Ubisoft (2003) can be considered optically
more accurate than Doom, but it strives for non-phtorealism and thus it is non-

photorealistic rendering.

7.2 The motivation for non-photorealism

Why should any computer graphics application strive for anything tilhe images
that portray the real world as realistically as possible? iEha question that needs to

be answered to motivate this thesis and the entire field of non-photorealism.

The abstract answer is ‘to seek out new possibilities and to brodagns meant by
computer graphics and art’. Durand’s (2002) more concrete answes Stain-
photorealistic pictures can be more effective at conveying inteaymamore
expressive or more beautiful”. Klein et al (2000) describe NPRa@ag engaging and
capable to portray moods. Even the psycho-physical fact (deddnb@hapter 2.2)
that humans do not really perceive reality photorealisticalppsrt NPR. Kalnins et
al. (2002) simply state that pictures communicate information ftereint purposes.
The purpose in each case defines which style, NPR or not, is most efficient.

The question itself comes from the fact that Aristotelian misméias been
synonymous with art for a long time in western history (Beyst, 200B)esis means
imitation. According to mimesis the point of art is to capturetitgemoments and
views of reality that are somehow noteworthy. According to Beystesis is at its

best when the world being mirrored is imaginary, but realisticus depicting
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imaginary worlds in realistic ways does not stray from thi pd mimesis. As the
moment and feelings have become more important, mimesis isarsidered only a

point of view to art, to depicting ideas and feelings.

The non-photorealistic movement is similar to the impressionist ugen] which
started classical art en route away from photorealism toweaxgsession. The
impressionist movement coincided with the emergence of photographyh whic
enabled easy access to realistic images. Likewiseeaeld of computer graphics
started reaching the elusive goal of photorealism, people statdizing that

computer depiction can achieve more than mere realism.

While there is no definitive answer to the question of why render hotepealistic
pictures, there is an anti-question. Why should computer graphics thetedsto
realism, while the boring realism surrounds everyone every day anyways?

7.3 Describing non-photorealistic rendering methods

For describing, classifying and analyzing a field of redeane needs to define terms
and variables over which methods vary in that realm. For non-photdeealethods
Durand (2002) has suggested four variables: spatial, primitives, atibotd marks.
Arponen (2006) adds efficiency. Some other definitions have been attelpuptidrdy

are vague and non-comprehensive.

The spatial variable refers to the spatial mappings involved in a method. The
traditional mapping would be a 3D-to-2D projection from a model tostneen or
2D-to-2D mapping where a 2D image is manipulated. Many differecbnventional
mappings however are possible. Actually a method might even involveakeve
projections between different coordinate-systems at various stages.

The primitive variable defines the primitives that are used in the method. These
include but are not restricted to points, lines and regions. The pemitefer to the

underlying structure, not the marks seen on screen.

Attributes refer to the variables of the method. These include for exargbr,

texture, transparency or wiggliness of lines. The attribute valu@sge according to
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extrinsic properties in the scene. The attribute variablesrééewhich attributes are

used and how, not the specific values in a given situation.

The mark system refers to the way the primitives are actually aygul. A point
might be displayed as simply a pixel or a filled circle dorashstroke. The most
problematic aspect of the mark system is keeping the maHerent from frame to

frame in an animation.

Finally theefficiencyrefers to the purpose, from a rendering time point of view, for
which the technique is suited. Different parts of the solution nhge different
efficiency goals. The scale of efficiency varies fromioélrendering to real-time,
and is inherently slightly vague, since computer speeds and ogtonia#fect it. The
speeds the method is aiming for are however mostly discernibleelhsas how
successful the method is in reaching those goals.

7.4 Related research in non-photorealistic rendering

The area covered by NPR is large. | will focus attention onlga very small amount
of methods that somehow relate to the subject of the thesis. Itering of the
variables specified in the previous chapter we will look only aksevhere on the
spatiality axis there is a 3D model from which a 2D projeasshown to the viewer.
From those 3D-model-based works we attempt to find exampleseevthe image
attributes are affected by viewing and illumination directiome®interesting studies

involve textures as either primitives or marks or both.

Perhaps the best known area of NPR is toon rendering (for exartipi@ Xigure
12). This is probably because cartoon animations have an establishigmhpogihe
TV and movie world. Very similar areas are rendering $letcand technical
illustrations. All of these include edge lines and areas inside fivees as primitives.
The shading attributes vary according to incident light direction thed edge
attributes according to viewing direction. Textures have not beed tsseny
knowledge in papers that focus on one of these three forms of NPR.

The basis for shading surface areas is slightly differenaah €ase. According to

Arponen (2006) the specialty of toon rendering is either to rendas avith one color
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only or to have a single color for dark areas and a single colotitf areas.
Sketchiness according to her is about adding randomness to normal sBadidigg
of technical illustrations like in the one in Figure 13 is acecgdio Gooch et al.
(1998) about reserving black and white for highlights and edges am@&dnssing

warm and cold hues to depict the shape of the object.

Figure 13. (Gooch et al. 1998) A technical illustration made yp NPR. The important parts in the

picture are the edge lines and the “warm to cool hei'-based shading.

Klein et al (2000) render non-photorealistic virtual environments @arei 14) with

the help of IBR. They photograph a real environment, use a 2D-to-2ialspathod

to make the photographs non-photorealistic and then use an IBR method tactonstr
a model from the filtered photographs. Stroke sizes in the textures they are
projected from the model to the screen are kept relatively eunbta using a
multiresolution method called art-maps. The fixed illumination insttene is defined

by illumination during photography.

Figure 14. (Klein et al 2000) Textures on the walls are NPR Ifered photographs, which are
pasted on the model using an IBR method. Art maps ake stroke sizes universally

similar. The textures are not view-dependent causmthe walls to look plainly diffuse.
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The textures themselves in the method are not view dependent althoeigh t
macroscale model on which the textures are pasted of courseiis eKhl. claim that
view-dependency could be supported by blending images from multiplergaam
residing in different viewpoints. They dodge implementing view-depeydby an
observation that NPR filtering of the textures removes view-depérafiects from
them. | suspect the cause of this is the blurry nature ofiriidfexrs well as the extreme
diffuseness of the walls. Nevertheless a view-dependent impleinantaould very
probably provide strikingly different results. They also point out #dute blending

decreases texture clarity, which | wholeheartedly agree with.

A technique in the field of animation consists of pasting hand-paiexdrés on 3D
surfaces. L'Enfant de la Haute Mer by Gabrielli et al. (2081an example of an
animation where such a technique is used. The animation is renddred with

Maya. Not only is this animation beautiful as can be seen fromrd-igj5, but also

proof that even simple NPR methods produce awesome results.

Figure 15. Two screen captures from the animated short movie 'Enfant de la Haute Mer by
Gabirielli et al. (2001). Hand-painted textures werepasted on 3d models. On the left

note reflections and rigid objects and on the right flexible sheet.

Shading and shadows in the movie are implemented by adjusting th&tieteof the
pixels involved. In other words the painting style itself does not chahga areas
darken or lighten. The textures are not view-dependent, but that doesenott®

matter since they are mostly pasted on rigid objects and showrirom directions
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where they are meant to be shown and maybe also since most acenetensely
bright or dark. The sheet shown in Figure 15 flies around in oneopéne movie.
The flexibility of it makes view-dependent and illumination-dependéieicts fall
from the control of the director. The sheet is the only instantieel movie where the
breathtaking painterly illusion is not complete. If the user walewed to move
freely in a virtual world set in the model used in the movie, | sugpe experience

would not be quite as immersive due to the missing mesostructure of all surfaces.

The system of Kalnins et al. (2002) contains with many other &s@éso the
possibility for an artist to handcraft the shading of objects. Tdoee idea is that the
designer of a particular NPR scene should be able to provide judgmédrmw the
scene looks and feels. In their work, WYSIWYG NPR, the artigictyr annotates a
3D model with strokes defining the aesthetic of the scene. Thewayyto modify
most available NPR systems is by changing the code that produces the NiP&spic

The strokes in the system are defined by a base path, whicbaral-Rom spline.
Details or “small-scale wiggles” to the base path are adgenh loffset list. The cross
section of the stroke can be defined by choosing a 1D texture. Mueifgpects of
the stroke are its color, alpha, width, how much the strokes stick itoetigpoints
and halo, which refers to the minimum distance between the strokeressk and
silhouette lines. This approach avoids sampling artifacts and camamastroke
width on screen. Also the placement of uv-texture parameters ornt shyéaces is

avoided.

WYSIWYG NPR adapts to new viewpoints and lighting conditions maimgitihe
original look defined by the artist. The artist can draw Ylf)ouette and crease lines
that form the basis of simple line drawings; (2) decal straokat suggest surface
features, and (3) hatching strokes to convey lighting and tone.” Toieestin the
system multiply, disappear or are modified according to lightmgl viewing
conditions. In many of the cases the user can simply paint oneaadethe rest is
synthesized in the same style using statistical synthesis on the sffset li

Especially the hatching of strokes is interesting in their veewd illumination
dependency. This type of hatching is called mobile hatching bedanms/és on an
object like in Figure 16.
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Figure 16. Kalnins et al. (2002) implement a system called mdb hatching where the strokes a

user draws on an object move according to an infeed light source.

When the user draws a mobile hatching group the system infaylstadiurce in the
direction of the normal of the surface in the center of that grog@.nbrmals along
the width of the group are recorded to find the extents of the hgtfioim the point
of view of surface alignment. The color of the strokes does attemin defining a
light source. Dark strokes just mean that a light source of “dark lightuisted along
the vector specified by the normal in the center of the group.

Normals on the surface that match the area covered by thengatgioup only get
drawn with strokes from that group if the area to be drawn is nosighificant size.

When the area size approaches insignificant size the strokésdark out to avoid
popping.

Mobile hatching as well as other strokes in the system sanchlange according to
level of detail (LOD) changes. For example when approachingupencFigure 17

the highlight on the side becomes more detailed. The LOD effexthieved either
automatically with structured hatching which is regular or bg fratching where the
user explicitly defines different LODSs. In structured hatchhmg dystem “attempts to
maintain the chosen density by successively doubling (or halttreg¥troke count

when the group size doubles (or halves)”.
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Figure 17. In addition to mobile hatching (also visible in ths image) Kalnis et al. (2002) also
implement changes in strokes due to level of detailhis LOD effect can be seen for

example on the highlight on the cup.

Kalnis et al. note that their system does not support shadows &tioes. Also
silhouettes and mobile hatching cannot be defined as particulasgecdic region.
Since it is not mentioned it also seems that the dependencycbirftabn viewing
angle is not possible. The video that accompanies the Kalnigegiat also did not
answer to how well the system performs in situations wherenbke &®etween the
viewing direction and inferred illumination directions changes. Haé that specular
reflection is dependent on that angle while diffuse reflectionots might suggest

problems in their approach.

Kalnins et al. note that a tablet and stylus interface is tsieifggut device to use their
system. This is probably true for any NPR system where thrdsusequired to draw
something. Using a stylus compared to a normal mouse resembigsaugen or a
brush and therefore the strokes from it resemble a real bkeslpdinting device.

Also stroke strengths can be recorded with a stylus.
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Chapter 8

From painting to handcrafting

reflectance

This chapter is about user defined reflectance properties on aesufiae chapter
defines two ideologically different ways of setting reflecerproperties. Both of

these ways involve creative interactivity from the part of a user.

The first chapter is about choosing predefined reflectance and pénitshof a surface
that reflectance should be used on. This activity is cakdéctance paintingas
opposed tdhandcrafting reflectancevhich the second chapter defines. Handcrafting
reflectance is about defining reflectance by setting color iatehsity values for
different illumination and viewing directions. Thus handcrafted c&dlece could be

used in reflectance painting as predefined reflectance.

The point with separating and defining these two ways to defileetance properties
is to make a clear distinction between them. The ideology and istegsed in the
two are different. Also manipulating different reflectance fuoriin the two ways
mean often different things. The chapter points out how reflectarmeated when
using methods introduced previously in this thesis. The HCBTF introducéusi

thesis is created through reflectance handcrafting.

8.1 Reflectance painting

With reflectance painting | refer to the act of a user petsorassigning

predetermined reflectance values to different spots on a sanface surface-variant
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reflectance representation that is to be mapped on a surfaeall&gory to painting
comes from imagining that the materials, or reflectance salaee different paints
from which the user chooses and paints on the surface. The varfj@augarece on the

floor in Figure 18 is an example of painted reflectance.

Figure 18. The floor has been painted with varying reflectanceroperties. The image is from the
Upper City in Taris in the game Star Wars: Knights d the Old Republic (Bioware,
2003).

The idea of reflectance painting could be applied to all the spatially gamyicro and

mesostructure definitions defined in Chapter 3, Chapter 4 and Chaptén their

spatially invariant counterparts as paints. For the more singblectance models
there is no specific research to my knowledge at least not thiderame. However
for example manually creating texture maps can be considdiedtaace painting
since in effect that creation defines varying reflectance ptiepeon the surface
where the map is applied. Also since the effects in Figure é&eatr beyond the
ordinary it is deductible that reflectance painting is so obvious ithhas not

warranted research.

McAllister (2002) implemented a tool to paint SBRDFs. His impletakgon includes
a variety of different operations, but the painting itself is dond a&ny existing

normal paint program. The different colors in the palette in thermad program are
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chosen to depict different BRDFs and the artist uses those toldsthe painting.
Afterwards the SBRDF is created in McAllister’s tool byngsthe mapping between
the BRDFs and the palette.

Creating BTFs by painting with ABRDF paints is not possiblehin $ame way as
creating SBRDFs by painting with BRDF paints is. NeighboABRRDFs affect each
other in the BTF. Therefore creating a BTF requires crgdkia all of the reflectance
properties of an entire patch of surface at once. Reflectamngng with BTFs in

mind can only mean painting different BTFs to different geomletrgl surface areas

rather than creating new BTFs.

8.2 Handcrafting reflectance

With handcrafting reflectance | mean the creation of the tafiee functions by
hand. Those reflectance functions can be applied to surfaces usinghtcamale
means or even reflectance painting (see Chapter 8.1). Compareagl-life painting
the handcrafting of the reflectance values themselves would hagnthxe paints,
choosing the painting technique and the way colors blend into each othéo due
shadows, viewing angles and the lighting. Reflectance painting woulpiging

those chosen variables to the canvas.

Many reflectance models are modifiable through a set of vasidhbg control the
function which defines the way that model reflects light. Inaftbe choosing of
those variables is simple reflectance handcrafting. An exaaienple reflectance
handcrafting is the choosing of the user defined variables in the phéiagtance
model: the ambient, diffuse and specular coefficients, the speaelllectance
exponent and colors for the ambient, diffuse and specular components.isiécAll
(2000) points out that this is the classical way to create symBIDFs. This system

is used in many modeling programs.

When discussing SBRDF painting (reviewed in Chapter 8.1) McAIli§2€00)
briefly touches on creating the paints for painting. One of tethoads he suggests is
picking BRDFs from an existing SBRDF. That alone cannot be condidere

handcrafting. McAllister however also suggests picking severBDEs and

44



interpolating between them to create new BRDFs. Since thesusezating a novel
reflectance function by choosing the BRDFs and the amount of integoolauch
activity can be said to fall within the realm of BRDF handangftimplementionwise
such interpolation according to McAllister requires sampling tRDBs over their
domain, interpolating the samples and fitting a new BRDF to thepoitted
resulting samples. McAllister also suggests choosing the vétuwegariables in a

function that defines the BRDF as described in the previous paragraph.

In chapter 6.1 we briefly touched on the possibility of acquiring inpages for IBR

from renderings of a synthetic 3D model. If the purpose of an IBRod happens to
be the definition of surface reflectance and the input imagesh&irmethod are
acquired from a synthetic 3D-scene, then essentially the ameati that synthetic
scene is reflectance handcrafting.

Actually a method for directly setting the reflectance fiomctfor a surface from a
detailed synthetic model without using intermediate image samptadd be
conceivable as well. Therefore the idea of handcrafting a surfadel geometrically
in order to handcraft reflectance doesn’t necessarily need to be IBR.

The NPR method of mobile hatching (Kalnins et al. 2002) was desdnb&Hapter
7.4 (see Figure 16). The system can be seen as a way te tireatlumination
environment around an object, because virtual lights are positioned arouniaetie
according to painted hatching groups. The system can also be seefeemnce
painting since painting the hatching essentially applieflecteance model directly on
the object. However painting the hatching over specific nororalhe surface is not
only applying the reflectance model, but also creating the matsif. i Therefore
using the system by Kalnins et al. can be seen as handcraftinghatorealistic
microstructure representations in addition to reflectance paintidgceeation of an

illumination environment.

Some reflectance models are essentially freeform N dimehg$iworaions with some
restrictions like the BRDF (Nicodemus, 1970) or simplification pdaces for swifter
rendering of those functions (like TensorTextures (Vasilescue&dpoulos, 2003)

for the BTF). Since the functions are freeform, they could bevidsally modifiable
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instead of merely changing variables. Such visual modification woeddire a

specialized interface.

The first impression of such visual modification of the reflectdnoetion is a two
dimensional situation where details in the graph are modifiedvaygperhaps similar
to modifying a spline in many traditional graphics programs likiel#e Photoshop.
Such a scenario might be relevant for the more simple fundi@isare only two
dimensional. Three dimensions are visualizable as well as a-dimeasional
surface. However more complex functions like the BTF are six+tBiagal or more

and therefore visualizing them is a challenge.

One way to visualize the BTF is to discretize the 6D function2Btsamples that are
meaningful to a human viewer. That means setting the illuminatiohveéewing

angles and varying the 2D spatial variables over a surfacd. iJhthe same as
displaying a picture of a surface with reflectance definethay BTF, viewed from
the specified angle and illumination shining on the surface fronsgkeified angle.
The BTF is described by a set of these pictures containinghall different

combinations of discrete illumination and reflection angles. IiT& Bere visualized

in such a way, then changing those pictures would be handcrafting a BTF.

The following chapters will explore, implement and discuss arsygievisualize and
modify the BTF manually in a non-photorealistic sense. The method enthae
creation of what is called the Handcrafted Bidirectional Texture FunddGBTF).
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Chapter 9

Handcrafted Bidirectional Texture
Function (HCBTF)

The method introduced in this thesis is called the handcrafted bidirectiextaire
function or HCBTF.The method is a combination of NPR, IBR and BTF. This
chapter defines the HCBTF. The HCBTF is related to and compattedw material

reviewed in the preceding chapters in order to ease the understanding of.the idea

The HCBTF is a method that enables an artist to imitate the physmala real
surface looks different when viewing and illumination conditions chakgen
though adding realism to non-photorealism seems controversial, thisoaddinot
necessarily photorealism but rather physical realism.

The method encompasses both micro- and mesostrudineeBTF is a freeform
function that describes reflectance on those levels, and the HG8TE non-
photorealistic implementation of the BTF. The BTF does not enfemergy
conservation and reflection rules since it is a mesostructur@sesgation and
HCBTF as an NPR representation and a derivative of the BTF needess worry

about such rules.

The HCBTF is a freeform six-dimensional function that returns a colere are two
degrees of freedom for the angle of directional illumination. Tigeaof reflected
light towards the viewer or the viewing angle needs two degreégadom. Two
degrees of freedom are needed for the two dimensions of a surfaogallthese

variables form a six-dimensional function. When the six variabkeset the function
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returns the color of the surface at the chosen point in chosen illumination and from the

chosen viewing angle. This functionality does not differ from the BTF.

The HCBTF is created by sampling the looks of a patch of surfaee iWumination
and viewing directions chang&he HCBTF is therefore IBR. The data format of the
HCBTF is inspired by the IBR methods light field rendering (lyeo Hanrahan,
1996) and the lumigraph (Gortler et al., 1996).

The samples are taken from illumination and viewing directionsawanlyfill the
entire 4D hemisphere of illumination and viewing directions around the surface
These illumination and viewing directions are called the dis@etges or discrete
directions. No other samples can be added to the HCBTF and a singike snust be
taken from all the discrete directions.

All the samples arénand drawn picturesof an imaginary surface viewed from a
discrete viewing direction and illuminated by directional lighting frantiscrete
illumination angle.For each and every discrete viewing and illumination direction
combination a hand drawn sample picture of the surface must extee HCBTF
implementation presented in the following chapters the task oftiseia eased by a
possibility to copy samples of a single pair of illuminatiow aviewing direction to
other pairs. The implementation presents a special tool for drawing the sahieles
is a simple 3D surface that is tilted and rotated accordintpecselected viewing
angle. There are transparent arrows pointing at the surfach whapict the discrete
illumination angle. The artist draws on to the surface and thairmyas considered a
single 2D sample of the 6D BTF function with a defined 4D valuefseicident and
reflected light.

Creating the HCBTF is reflectance handcrafti@eating an HCBTF means defining
how the looks of a surface patch change when illumination and viewiagtidn

changes.

A rendered surface paved with the HCBTF shows a continuous texturdefhexids
on illumination and viewing direction according to the hand drawn sample pictures.
The looks of the surface textured with a HCBTF are determiepdrately for each

point of the surface since the vector pointing towards the souriteirafnation as
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well as the vector pointing towards the viewer are most proluifigrent for each

point.

The HCBTF is made continuous during rendering by linearly interpolatingichdil/

pixels in the discrete hand drawn samples with each offtex.discrete HCBTF can
be made continuous real-time using contemporary programmable GBéfsdae to
the data format. The data format is a 2D array of color sathat is made by

flattening the six-dimensional discrete HCBTF.

The HCBTF in essence is a way to define how the way to hand dravaeesvaries
according to illumination and viewing directiomhe BTF on the other hand is a way
to define how the true looks of a surface vary according to illunsimatnd viewing
direction. In comparison the BRDF is a way to define how the inyeasd color of
light reflected off a material varies according to illumination and viewiregtion.

Displaying the HCBTF can also be described using the termdefseribing NPR
proposed by Durand (2002) and reviewed in Chapter 7.3. Displaying tBEHG
spatially first a projection from 6D texture to 2D surface anxt meaditional 3D
model to 2D screen projection. The polygon primitive is covered with HCBXture
as the mark system. Thus the primitives are displayed with thie B®-to-2D
projection but the marks are displayed from 6D to 2D according toretitfe

illumination and viewing angle attributes on locations on the surface.
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Chapter 10

Implementing HCBTF

In this chapter we implement a tool to draw, save and display Hastettr

Bidirectional Texture Functions (HCBTFs).

The tool to create HCBTFs should be designed so that the adstise samples as
she is painting in the same way they will be seen by thewlsem they are rendered
on objects. Since the two angles of illumination falling on the olgjeetvariants in
the sample space, they need to be shown to the artist in anvéenwudy. Another
point is the big amount of samples, which needs to be administeredodihaso
needs to give the user adequate feedback on creating the surfeaddtto be real-
time enough to make the creation enjoyable. And it has to givaigbe artistic

freedom.

In order to test and use the created surfaces, they needawdatin a realistic way.
The save format must take into account both editing the surfagellaas displaying
it. The computing power required to render and the space required Inavhd

representation must be considered.

The actual rendering of the representation must consider involveoryexcirrectly
and represent the surface smoothly. The rendering function muswitbpéifferent
resolutions. Because we propose that the HCBTF be used in a 3D erentonhere

the user can move around, the rendering must be real-time.
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10.1 Drawing

For the creation of HCBTFs | implemented a drawing tool. Thapter will now
scan through the major components in that tool (for a quick previeWwigage 19).
As the components are examined, any major implementation solutionssaed are

addressed.

Figure 19. A screenshot of the HCBTF creation tool

The drawing area contains a canvas where the user can dedy free canvas is
essentially a bitmap and drawing on it means coloring the texels as opposairtg pl
or defining some sort of vectors or polygons. What the artist drawsemsddrawn on

the canvas is exactly what the user will see when the sample is rendered.

The canvas is implemented by a mesh of squares that eaebamipone texel. There
are several advantages to the polygon per texel approach. tiyigasy to read the
color value of every single texel and to change that value. Isdsvary easy to map
the drawing with mouse cursor to the individual texels since eaxdl is an

individual polygon. Selecting polygons with a mouse is trivial in OpenGL.
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There are several brushes for the artist to use. The diffemas and the possibility

for soft edges in the brushstrokes show that any brush shapes andosizebec
added into the tool. There is a palette for the user to choose theg@amtrom. The
mouse wheel lets the artist control the value, which is the dsskioé the palette.
Basically the drawing on the canvas part of the tool is a nohitalap painting
program with the only exception being that the canvas and pixels begtkewed or
rotated. The normal painting properties of the tool could be extended and hone
endlessly.

Like the BTF the HCBTF is a 6D function. The function is disceetimto a digital
function where each sample is a 2D snapshot floating the 4D spaceddey the
illumination and viewing angles. The canvas rotates around both the x and y axes with
the origin being in the center of the canvas. The rotation of the canvas provides for th
two viewing dimensions of the HCBTF. The translucent arrows desthnddwo
illumination dimensions by showing the incident angle of light. Tinewes can be

turned off if they bother drawing.

The four angles can be controlled by either the visual controlg thelkeyboard. All
angles are restricted to predefined evenly spaced valuesiveigatiefining the
amount of samples required to fill the entire space of incidadt reflected light

directions.

When the artist is finished with painting a sample of defined iffatron and viewing
angles she presses the save button to transfer the samplelimkedalist of saved
samples. The linked list of samples is sufficient for the purpofiadihg the samples

computationally and traversing all of them for different purposes.

The artist can load samples on the sample list to the cankasa impse of how a
sample looks like without loosing the sample she is currently ipgintemove
unwanted samples from the list and copy a sample from anothef aetjles to the
currently selected set. The loading of samples is done autolyatica sample
defined by the currently selected angle set is found fromigheNot only was such
loading found to be intuitive but it also gives feedback to thetami how the surface

looks.
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This HCBTF tool is specially designed to tackle with repatitiexture rather than a
texture that as a single copy defines the entire surfacé. i8petitive textures have
been chosen as the focus because the characteristic mesastaficiusurface can
often be described by a small portion of the entire surface. Agmobf repetitive
texture is that the repeating pattern has to be continuous in #s edartifacts will
start appearing. Adding offset copies of the canvas to the edg#®e aanvas
empowers the artist to see and solve these problems. The offagsdo the artist
indistinguishable from the original canvas. It is as paintabldv@sanvas and any
changes in it or the original will immediately show on alkévant parts of the visible
canvas. If the artist wishes to disable this feature, thera checkbox, which

immediately removes the offset areas from the canvas.

Because the amount of samples needed to fill the entire 4@ ghancident and
reflected light angles is very large the tool provides thistasbme possibilities for
automation. The automated filling controls enable the artist to copy thentsample
over the entire space. The artist can also choose to darkemmpie seccording to the
diffuse illumination equation (Equation 1) or restrict the copyiagnterely the

specular reflection or deny the copying from affecting specified dimens

Since this thesis is focused on exploring the idea of HCBTRerrdhan actually
implementing a commercial product the user interface presentedcbetains only
the most crucial elements. Obviously the user interface nefedea commercial
product would have to be carefully researched and planned. For extéhmpist of

samples should be sortable according to different criteria d¢rapsrthe entire list

should be shown in a different way altogether.

10.2 Saving

The implemented HCBTF tool contains two ways of saving data. dinelss can be
saved as they are resulting in a format that is not realdtéenderable, but easily
reopened into the painting tool. Alternatively the samples can rered into a

single texture (see Figure 20), which can be used for real-time rendering.
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The system of saving the samples as they are is realiyajmatter of convenience.
The linked list of samples is traversed and the image data and anglesplyessined
in a file. When loading the linked list is easily constructedragiace the samples are
stored in order. The samples could in principle be loaded and coadtifuain the

rendered texture as well since it is an uncompressed file format.

Figure 20. Part of the HCBTF texture that has been used to rester the material in Figure 1.

Rendering the samples into one big texture is a very importamtndenabling real-
time rendering of the HCBTF. As a single texture it is gmedb get all the necessary
data into the shading program. Organizing the data inside the tebyuride
dimensions that are needed in choosing the correct color for edabestragment is

essential. Some unintuitive points relating to that mapping need to be considered.

The idea behind the way the HCBTF is defined is derived from the lumigraph (Gortle
et al., 1996) and light field rendering (Levoy & Hanrahan, 1996). Sheenethods
do not support varying incident light, the methods have been moved to a 1®d real

Also defining the positions and directions of light rays by points on dearate
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planes was inconvenient and has been changed to simple 2d surfacaatesrftir
the position of reflected light and yaw and pitch angles for botdentiand reflected
light. The essential idea of lumigraph and light field renderingas the tracking of
light rays on the surface of an enclosed space defines the appeaframcatever is
inside the surfaces. That idea is intact in the idea behind thietheaHCBTF is
defined (see Figure 21).

Figure 21. A 3D (X, g, ¢,) analogue of the 6D HCBTF idea. The imaginary reakurface is
enclosed by the texture on the surface of the modeThe varying intensities of
reflected light from the underlying surface are shavn on the flat texture that is placed
on the surface of the model.

The HCBTF is now a six dimensional function that yields RGBdgps answers.
The full HCBTF needs to be described in a way that is more comighen random
samples scattered around in random places of the 6D space. @brdler(1996)
discuss discretizing their continuous lumigraph by integrating dvepitoduct of the
continuous lumigraph and a basis function. A basis function is used when
reconstructing the lumigraph, as well as the HCBTF in the deapter, from the
discrete version. There is no need in this solution of the HCBTdtstretize values

since they are discrete to begin with.
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To avoid unknown or empty spots in the final rendering all the discattes need to
be filled. The solution relies on the artist to fill the samplace using the automated
filling controls, which were presented in the previous chapter on dgalwenHCBTF.
Interpolating missing samples from surrounding values was brigéynpted during
development, but the advantages of the possibility were quickly sdmn \twtually

useless in comparison to the automated filling controls.

The final format of the texture is inspired by Figure 10b (Levok&rahan, 1996).
The texture is parameterized first byandy, the true texture coordinates, thendpy
fi, the incident angle of light and finally lay, f,, the angle that the light leaves from
X, Y (see Figure 22).

Figure 22. The 6D HCBTF is flattened into a 2D texture

A big issue in the chosen format is its size. The texture couldowdly be
compressed while it is stored in a file. However even if tleewere compressed, it
would need to be uncompressed before the crucial moment of makirentine

texture available for the GPU. Piecewise decompression of xh&deduring GPU
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access could be possible, but the strain on the GPU imposed byimesal
decompression would be too great. Thus compression has been left beyscabthe

of this thesis.

Dealing with the size of the texture is then a matter of chgothe sampling
frequency for discretition. The sampling frequency does not nebd tbe same for

all dimensions. Henceforth the amounts of subdivisions for #melr vectors will be
denoted by, Ni, M, andN,. For the examples in this thesis | have chosen the values
presented in Figure 23.

texture incident (i) reflected (rj Discrete values
X y |gM) f N)lqM) f (N) total
32| 32| 5+1 10| 5+1| 10+ -> 4423680

Dimensions
onxaxis 32 1 6 1 6 1 -> 1152
onyaxis 1 32 1 10 1 12 -> 3840

Figure 23. Number of subdivisions in the HCBTF examples usedithis thesis. The +n numbers
come from duplicate values that ease rendering. Théimensions depict the size of the

2D texture on which the HCBTF is flattened for sawig and rendering.

The amount of subdivisions for each dimension in Figure 23 seems vatly sm
Unfortunately six dimensions flattened into two quickly turn thatllsamount into a

huge number.

The nicely rectangular shapes of stored HCBTF values in FRfuesd Figure 23 are
originally not so rectangular. A discrete spherical coordinatesysvith a constant
radius has only single values in the poles. Storing such irregulssvad the texture

map would make it unintuitive. Besides the unintuitiveness, irregelsantiould add

to actions needed to shade according to the map. Another point making the
irregularity an issue is that the shader implemented in ahapi8 takes advantage of

neighboring reflected values being truly neighbors in the texture as well.

The solution to the problem was to simply copy the problematic palae to all the
discrete pan angles. This is valid for both the reflected dsawé¢he incident values,
although for the incident polar position the copying is not of asinglue but of the

entire reflected spectrum related to that incident value.
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The requirement imposed by the shader that the neighbors of valthes HCBTF
texture need to be the closest discrete reflected ahgseanother implication as well.
Namely the wrapping of pan angles needs to be taken into accountasthalue
needs to be before the first one and the first after themastSince the shader cannot
accommodate for wrapping programmatically (see chapter 108)tettture truly
needs those values in the aforementioned places. The required wakgesimply

copied to the required places in the texture.

As q, the tilt angle, approaches a pole in the constant radius sphesmalinate
system the Euclidian distance in the Cartesian coordinatersi&tieveen discrete pan
angles is much shorter than at the equator. The reason whystiretition is not
dependent on the Cartesian system is that the Cartesian sietsnmot adequately
describe the incident or the reflected light vector’s relatignshthe surface normal.
Thus the rectangular shape of the grid of discrete values imphegical coordinate

system is justified.

During the course of implementing the HCBTF texture countless dndjproblems
were encountered. Some of the issues mentioned above were onlgdrehliing
implementation. A very important tool in debugging and understanding tieaes
involved was a simple program merely displaying the texture amavialj free
zooming and moving around it. Figure 20 and Figure 24a are screensti@stobl.
The tool would have been worthless without an intuitive texture forrsatt &as
possible to imagine or even draw what the texture should look likeexample in
Figure 24 | compared a very early version of the visualized &Xg)rwith what |
imagined it should look like (b). Looking at Figure 20 the hypothesigtuout to be
true at least in that the entire texture should be full of vedmelsthat the structure

both horizontally and vertically should be somehow visible.
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Figure 24. (a) An initial problem with the HCBTF texture. The distribution of intensities is not
random and vertical structure is not visible. (b) A contemporary imaginary

visualization of what | thought the texture shouldapproximately look like.

10.3Displaying

So far we have created a HCBTF and saved it. In order for th®psesteps to be of
any use we need to display the HCBTF in a real scene. Matogeent of the steps
was not done linearly one after the other but simultaneously witbretit steps
creating requirements for the others. One of the primary cdosesquirements in
displaying as well as creating and saving the HCBTF was the choicd-ome&PU
shaders as the method for actual rendering of the HCBTF. Spéyifithe
implementation is done in NVidia's CG language (2004) and consisss vefrtex
shader and a fragment shader. Shaders are explained in moldodetaample in
Kainulainen (2003).

Although the shader includes the core functionality of actually revglehe HCBTF,
there are certain actions that need to be done in OpenGL to getatiers working.
These include loading the texture and the shaders as well aglihlei shaders to the
OpenGL program with all the variables they require. In ordeesb the shaders in

action we of course also need an example 3D world that uses the shader.
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The CG language provides a system called a CG runtime, véhashAPI that allows
the compilation and linking of CG shaders at runtime. This allowsvéwying

hardware and thus is the standard for programming shaders.

A shader is optimally so modular that the user simply initialtbe shader’s uniform
variables and switches it on around the vertexes that are t@atledshThat is mostly
the way that the implemented HCBTF shader is linked in the @/Glpg@rogram in
appendix A.1l. In addition to the actions on lines, which are done once for each
iteration of the rendering loop, there are some initial actidesltading the shaders

and setting values for permanent variables like texture dimensions.

There are only two extra parameters per vertex that needdet liyy the C-code on
lines2s-36 . Since both the pan angleslepend on the orientation of the texture, two
orthogonal tangents of the surface need to be defined for thueetdm stay rooted to
the surface. Actually one would be enough, but providing the additionat oz a
big task. The advantage gained by the other tangent is that an orthémmaial
coordinate system of the vertex (Figure 25d), made of the two tangedt the
normal, is provided for the shader. Of course the user also needs to pitwide
normal of the vertex and the texture coordinates, but that is bgsenGL

functionality.

The vertex shader’'s main responsibility is calculating theovedbor incident and
reflected light ( andi in Figure 25). This needs to be done for each vertex, since the
vectors are most probably different for each of them. Actually the vectdifeerent

for each fragment, but due to the functionality of the shading pip#lengectors for

the fragments are automatically interpolated from their réispewalues in the
surrounding vertices. Texture coordinates are passed to the fragimaeer s

unmodified.
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Figure 25. Four different coordinate systems. The vectors defing the HCBTF for a vertex need

to be defined in (d) - the vertex coordinate system

The way to finding the required vectarsandi in Figure 25 lies in realizing that
vectors in the vertex-coordinate system pointing to the origin o¥idve-coordinate
system and the light-coordinate system are actually pointirigeirdirection of the
required vectors. Normalizing those will yield the correct amswWhe vectors are
easily stated as (0,0,0) in their respective systems V andd_thee issue is about

transforming those vectors into the vertex-coordinate system N.

Summing up what Kiveld (1990) writes about coordinate transformatmms
extrapolating somewhat yield the following. If you state dRis vectorsx, y, z) of a
coordinate system A in another system B of baisi, k) and group them up as
column vectors, you get a coordinate transformation matgiXrém system A to
system B. This means thag Multiplied with a vectow, defined with the coordinate
system A ends up as the same vector, but defined in the B coerdiysiem

(Equation 4).
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Equation 4.  Using a coordinate transform for systems of the saenorigin

This does not yet account for different locations of origins oftithe coordinate
systems. For that you need to add the location vegtoof the origin of A defined in
the B system (Equation 5). In the event that we have the origindefiBed in the A
systemoga, that origin needs to undergo the same transformation. Sinceedetme
get the vector from the origin of B to the origin of A, theteeoga should point in
the opposite direction. The caseogf transformed with the original vector as well as

the switch in its direction is shown in the second part of Equation 5.

Vg =0p T ABVA = AB(VA - OBA)

Equation 5.  Using a coordinate transform for systems of differet origin

The transformation Btowards the other direction meaning from B to A is defined by
the inverse of A. Kivela goes on to remind that if the bases of both coordinate
systems are othonormal then the inverse of the transformatiorx fisatis transpose
(Equation 6). In creating the inverse matrix from base vedtwestranspose is
acquired simply by using the vectors as row-vectors instedteafdlumn vectors in
Equation 4. If you need to add the location vector to the inverse dsreebe the

origin of B defined in the A coordinate systeogA).

— -1 T
A% - BA - BA
Equation 6.  The inverse of an othonormal coordinate transformabn matrix is the same as it's

transpose.

Figure 25 shows the coordinate systems involved in the vertex shaaek’sof
finding the incident and reflected vectorandr. When the user defines t, andty in
the model-coordinate system, it is actually the vertex-modelftranation matrix N
= (n, t, ty) that gets defined. According to Equation 4 and Equation 6 if we itheert
three vectors into the matrix as row vectors, the result ismtteese of I\;, which is

the model-vertex transformation matrixyM
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On row 7 of the listing in A.1 we save the inverse of the current hviele matrix
for use by the vertex shader. Elsewhere in the OpenGL codbtadturce is defined
by transforms on the model-view matrix. By saving that matrithe same way we
get the light-view matrix for use in the vertex shader.

As a summary the vertex shader in Appendix A.2 has the vertex-migdetatrix
without origin position information on rows 76-78, the view-modgldatrix on row
94 and the light-view {. matrix on row 95. N is normalized and inverted toN\Von
rows 102-112.

Through the rest of the listing in Appendix A.2 the (0,0,0) vectors in logith and
view coordinate system origins are multiplied with appropriatestoams. The
reflected vector is first transformed from the view-coordinate system tontioglel
coordinate system with \/ Next according to the second part of Equation 5 the
vector from the origin of the vertex coordinate system to tiginoof the model
coordinate system is subtracted framand the result is multiplied with M The
resulting vector points from the origin of the vertex coordinastesy to the origin of
the view coordinate system, the normalized version of which is Bctuah the

coordinate system we want it to be.

The process of finding the incident light vectdollows a similar path as finding
First the light-model transform must be applied to vector (0,0,0)heén light-
coordinate system. Afterwards the process is exactly the sanwith the reflected
vector, replacing the zero-vector of the reflected vector withrékalt of the light-

model transform.

As a result of the actions done in the vertex shader and interpoldtina
automatically by the rendering pipeline, the fragment shader carsafely assume
that it has the vectoiisandr and that they are correct for each fragment. The task of
the fragment shader is then to convert the vectors from the othoncoorainate
system they are in, into the spherical coordinate systemhi&exture containing the
HCBTF is in. Also it's task is to find the correct color vabfehe HCBTF from the
texture according to the vectors and the texture coordinateséhatpassed through

the vertex shader. For smooth shading it also needs to interpolatisdrete values
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in the HCBTF according to the analog values of the vectors. fAfementation of a

fragment shader accomplishing these tasks is provided in Appendix A.3.

The only notable point in the otherwise straightforward spherical coordinatitrans
is that it seems th&tandq could be found without normalizing the orthogonal vector
first in the vertex shader. However an unnormalized vector would migatlysimore
calculation. Excecuting an action like normalization in the verteadar is much
more efficient than executing a more menial task in the feagshader, since for one
pass of the vertex shader several hundred are made for the fradimergfore the
normalization is done in the vertex shader and the spherical coorttaragéorm can

assume that the vector is normalized.

The angular coordinates of the vectoandq after a spherical coordinate transform
normally range between 0 and 360 or —90 and 90 or the radian equivaleats.
discrete values in the HCBTF texture created in Chapter 10g2 t@tween zero and
the amount of discrete values, with each discrete value holding atimsecumbers.
The spherical coordinate scale should match the scale of thetdis@lues. For
clarity 1 have done this simple mapping as a separate stgppendix A.3, but in an
optimized version the spherical coordinate transform could transioeutly to the

mentioned scale.

Finding the correct pixel from the HCBTF texture create@hapter 10.2 is based on
the structure presented in Figure 22. Coordinates in the outer agstake into
account the space taken by the inner axes. This is seen @amndigpA.3 on rows 187-
196 where thef(, g;) and (x, y) coordinates are multiplied with the amount of discrete
texels contained in the 2D snapshots that make up each disdteteMas is caused

by the fact that the six dimensions of the HCBTF are flattened into two.

Besides the lengths of discrete steps for each coordinate, 1®Wsand 195 are
noteworthy. The half texel that is added on each line comes fronedhzation that
the GPU considers the texture map practically analog as opposdidctete (see
Figure 26). Without the additional half texel discrete valuegineein Figure 26a lie
on the border between four texels, only one of which is correct. \tleemalf texel is
added in Figure 26b the coordinate system essentially changedcio time centers of

the texels. Figure 26c¢ already refers to a constructed continuoB3 Hwhere non-
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discrete values of texture-coordinate-defining vectors arepéed. This blending
issue will be discussed below, but the addition of the half texebisired for correct
blending because the correct values for integer numbers in the contoasaule in
the exact centers of the texels.

Figure 26. a) Integer coordinates in a texture map do not set¢ individual texels but unknown
values in the center of 4 texels. b) Moving the cadinate system 0,5 texels makes the
integer coordinates hit their intended values. ¢) Wan using smooth texturing the 0,5

texel change becomes essential in finding correcalaes.

So far we have been dealing with discrete values of everything.ig tlogical when
discussing computers which are essentially discrete and on théhatitebecause the
chosen methods for both painting the HCBTFs and saving them are nittyere
discrete. A 3D world cannot be assumed to be discrete, antgastthe macro sense
that we have assumed when discretizing the variables defthmgralue of the
HCBTF in each point. The discrete values should be seen rattlex esntrol points
that are used to find the analog values for any non-discrete poitite HCBTF
space. An example world accepting only discrete valueasdiodr is shown in Figure

27. The picture looks unaesthetic, non-continuous and edgy.

Figure 27. If the values fetched by discretized r and i vectar are not brought back to the analog

realm annoying lines appear on the borders betweetliscrete values.
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Gortler et al. (1996) talk about a reconstruction kernel or basis darigtas the tool
for creating continuous lumigraphs from discrete versions. In ogeantinuous
HCBTFs from the discrete equivalents we cannot really talk atemdnstructing
since the HCBTF was never continuous before this step. The ideavesser valid

since the HCBTF is intended to be continuous.

Equation 7 shows the usage of a basis function adapted to the HCB& Fasis
function essentially defines the amount of each discrete samplech non-discrete
location. Notice that the function does not involve blending of the textareliates.
This is because their sampling frequency is high enough to be causntinuous

and also since the added complexity would triple the amount of interpolations.

M N M N

fContinuothBTl(fi ’qi ’fr ’qr’x7 y) = fDiscrete}—EZI'F(i’ j7 p,q,X, y)a,j,p,q(fi ’qi 7fr ’qr’x7 y)

i=0 j=0 p=0g=0

Equation 7.  Constructing a continuous HCBTF from the discrete ae using a basis function.

As Gortler et al. (1996) state the basis function can basicalbnigthing. In the no-
blending case is where each non-discrete valueaofdr is simply rounded to the
closest discrete value, B is 1 for the closest discrete ealdé for all others. | have
chosen to use a linear interpolation function for B. B is relativéhéo distance
between the non-discrete value and the discrete values surroundifgyat.simple
interpolation function, but provides sufficient aesthetics, continuity armbitmess

(see Figure 28). Also it enables the usage of the lerp function available iRthe G

Figure 28. Blending the discrete values of HCBTF creates a ctinuous HCBTF function as

opposed to Figure 27.
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The basis functiorB is implemented in the main function in Appendix A.3. The
discrete points surroundinrgare found and the values of the HCBTF in those points
are looked up from the texture. The colors are interpolated acgdalihe matching
discrete value’s distance from the original vectofhe reason why the same process
is not done for is because we chose to depiat the innermost coordinate system of
the flattened HCBTF space in Chapter 10.2. When the texture-magnffiger is set

to linear the HCBTF texture becomes essentially non-disanesedpe of (Figure
26¢). The reason why setting this filter affects dnlg because neighboring discrete
values ofi are truly neighbors in the texture whereas values of the otherveoe

not.

In Chapter 10.2 we added extra copies of texels fyithN; to the positions 0-1 and
with f; = 0 to the position§N;+1. This essentially makes the colors in non-discrete
positions befordé; = 0 and aftef; = N; the results of blending with the wrapped texel
rather than blending with a texel from another value of even a different texture

coordinate.

An interesting issue in implementing the shaders for the HCBTS the
unconventional way of debugging. Since shaders cannot input textuaindateoek
simultaneously on thousands of elements the only way to debugwhsnthrough
outputting colors. Some of the most interesting debugging scenes ara ahdw
explained briefly in Appendix B.
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Chapter 11

Results

The implemented HCBTF interface, saving format and shaderslifpday it offer a
wide range of possibilities for applying the HCBTF. The rasciftapter looks at those
possibilities in relation to existing photorealistic surface espntations as well as
from a practical point of view. The method is also evaluated fromous

performance related perspectives.

11.1 Qualitative result

The primary goal of creating an NPR method that contains the pespef the BTF
was successful. The method enables an artist to create spaesentations which
change according to reflection and illumination direction. Figurerzb Figure 30
offer a qualitative comparison between ainvariant surface representation and a
surface representation that does vary. The first picture ess$y traditional texture
mapping while the second one is only possible with the HCBTF. Tlss graFigure

29 is clearly flat while Figure 30 offers a believable engaging iartisissy surface.
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Figure 29. If the projection of a 3D surface rotates with , the resulting surface is flat.

Figure 30. If the projection of a 3D surface is remade for eat , the resulting surface gains a 3D

feel.
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11.2The HCBTF as an NPR surface representation

The primary purpose for the HCBTF was to enable the creatioorephotorealistic
rough surfaces like the one in Figure 31. The representation atidrciteal enables
the free representation of all six dimensions of the BTF andftirerthe purpose was
met. Since all six dimensions of the BTF are free of conistng, the HCBTF does
not pose any restrictions for an artist wishing to handcraft a sugpoesentation that

varies in any of those six dimensions.

Figure 31. A HCBTF that depicts asphalt. Ina) ,=0°andin b) ,=180°, but otherwise the two
pictures are of the same patch of ground paved with single HCBTF. The situation is

similar to and can be compared with Figure 5.

The visual success of the HCBTF can be evaluated by looking atpesa In
comparison to the images of real asphalt in Figure 5, Figure 3fparemrelatively

well.

The patch in Figure 28 gives a more detailed picture on the caieahdlitthe surface
to vary according to viewing direction. The HCBTF texture in fltatre consists of

only one arch, which can be seen to align itself to various directimther of the
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surface representations in the two figures can be calledvitédh was something the

method, true to the original BTF, was supposed to achieve.

In addition to BTF handcrafting the HCBTF can be used to handegaisentations
for surfaces with flat mesostructure. Photorealistically auld suffice to use the
BRDF or the SBRDF for such surfaces, but for a non-photorealegiresentation a
more complex representation is needed. Obviously simple shading Bkg@etoon
rendering do not need such a heavy method, since the marks in shawkigj of

single independent surface elements.

In the example picture in Figure 32 the surfaces are shad&gehyil strokes”. A
pencil stroke must cover a larger area than merely one texms tmherent. When
shading with a pencil on paper darker shades are achieved throughstnoies as
opposed to darkening the paper. As is visibile in Figure 32 such amsyste
achievable by the HCBTF. The BRDF representation can not remoihis In
principle the SBRDF would be adequate, but the effect should be matmiby
various BRDFs on the surface to react so that they form lpstrmkes when viewing
and illumination parameters are appropriate. Not only would that tedieus and
inefficient job, but also strictly speaking the physical rukest those BRDFs should

follow do not allow for such tuning.
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Figure 32. An NPR surface representation which imitates pencilshading of a flat surface.
Darker shades are depicted by more black strokes ther than simply darkening the

texture.

To my knowledge the HCBTF is to date the first freeform nootqiealistic
replacement for the BRDF, the SBRDF and the BTF.

11.3Possible practical applications

The range of applications where the HCBTF could be used coincitleshat of
NPR because the HCBTF is a generic NPR method. In additionGB3 Hcould be

used in conjunction with other NPR methods to increase stylistic possibilities.

Architecture for example currently relies on 3D techniques to damad@sdeas and
to present preliminary drafts of plans. The 3D visualizations thegmtly use are not
visually engaging. To my knowledge architects rely on playsiwodels or real hand-
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drawn pictures in their presentations to appease that visual neeskeAsin the
examples in Figure 33 the HCBTF could move architecturaldiatid the virtual 3D

realm.

Figure 33. 3D architectural drafts are a possible applicationof the HCBTF. The HCBTF could
also be used in city planning to bring to life othevise bland draft 3D models. In the

series the sun is setting. Model courtesy of ‘Kaumkimittausosasto, Helsinki'.
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The 3D models that city planners and cartographers are able réloauegh various
methods are exact in sizes and placements of objects like hbuséack in detail.
Presenting those 3D models could benefit from draftlike livelyuteng through
HCBTF that would react to illumination changes due to the posititimec$un as well
as viewpoints when necessary. An example of such a case rada feal model of
the city of Helsinki is presented in Figure 33. Figure 34 demoastridite view-
dependency of the wall texture used in Figure 33.

The concept of 3D illustrations could be spread to other professional areastliescl
design where the feeling of material is important. Techiilicatrations could benefit

from specific details on surfaces appearing from certain viewingsangle

Other possible usage scenarios of the HCBTF include multimedi@npaésns,
computer games and even virtual artwork like the scene made ofl suateaial in
Figure 1 and Figure 34. Possibilities of the HCBTF are up tokihetthe artist who

is creating the surface representation.
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Figure 34. The view-dependency of the surreal tile used in Fige 33 is shown. The bright red

tiles can be seen to appear.
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11.4 Speed

The speed of the application was but a secondary goal. Becauseasfdtmcause of
code clarity no effort was spent on optimizing. A relatively goaliltevas reached

nevertheless.

The test setup consisted of an NVidia 6800LE GPU with 128MB meraryirg on
a 2400+ AMD XP CPU with 768MB of memory. All the HCBTFs thatreveised
were the same size: 4423680 discrete color values. Those valudsi@ed into the
six dimensions of the HCBTF in Figure 23. The primary test sedmeh can be seen
in Figure 1, Figure 31 and Figure 32 consisted of a wavy sudadea ball. The
surface in the scene was made of 5000 triangles and the balktednsi 400

triangles. The Helsinki city 3D-model in Figure 33 consisted of 27860 triangles

The primary test scene runs smoothly with the occasional sligling down here
and there. The Helsinki 3D-model is slightly slower and the cmeaof slowing
down are more frequent. The measured speed of rendering the piéstasgene was
between 17 and 26 frames per second. The rendering speed of the 3&smé&del

was between 12 and 22 frames per second.
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Chapter 12

Discussing the HCBTF

This chapter reflects on the issues around the HCBTF. The cleyatlerates how
non-photorealistic the HCBTF is and relates it to real pastiNext the difficulty of
crafting HCBTF samples is considered. The way physicshané when using the
virtual camera while crafting is visited and the size of tlserdte 6D HCBTF space
is analyzed. The chapter finishes with recommendations for idimecof future

research.

12.1 Non-photorealism of HCBTF

Chapter 7.1 concluded that whether a picture is non-photorealistic isrdedined by

either the optical accuracy or by the creator’s intent.

If we take the intent of the creator of the depiction as the definition it isesimstate
that HCBTF is non-photorealistic, since it was designed to bédswever, even
though the technique was designed with non-photorealism in mind, there is
guarantee that the artist who is actually handcrafting tie wBdnts to aim for optical
inaccuracy. Therefore the non-photorealism is up to the intent aftibecrafting the
HCBTF. An empty canvas might be designed for painting, but it is het t

responsibility of the manufacturer to say what the canvas must be used for.

The other perspective, the actual optical accuracy of the HCBTR, two-sided
matter as well. It can be argued that the piece is aimingHotorealism, since its
specific goal is an improvement in the physical accuracy ofpmatorealistic

materials. The method on the other hand does not do the shading indepdridentl
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most NPR methods, but lets the artist decide on how physicabagadsrtranslated to
optical accuracy. The method enables the artist to make theiodecis what
intrinsic' properties she wants to mix wigixtrinsic properties and how that mixture

will be depicted.

Surfaces on many still paintings like the one in Figure 35 have illumination-dependent
properties and it is only natural that NPR should enable the saramchiie NPR
worlds are three dimensional paintings and therefore not all tlhatsgovern still
paintings can be taken at face value. For example lights might amavéhe painting
should react appropriately. In addition to illumination based shadialgjfeesurfaces
change also according to the angle they are seen from. Tinmeesional paintings
should be able to reflect this property. The laws of interactRR Morlds are yet to

be found, and the physical accuracy enabled by the HCBTF is eath@ssibility in

defining those rules than a restriction.

! How pictures relate to intrinsic or invariant pesfies is explained in chapter 7.3 and how humans
perceive them in chapter 2.2.

2 The relation of extrinsic or changing propertiegictures is explained in chapter 7.3 and the iobys
behind them in 2.1.
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Figure 35. Ballettprobe by Edgar Degas, 1875. The effects tiimination play an important role
in the painting. Depicted materials in the paintinghave also other properties like
transparency and feeling. Some parts of the paintimp are painted with more accuracy

than others.

12.2 True dimensions of a painting

The HCBTF is a step towards representing non-photorealisticriaigtebut in

comparison with true paintings it far from complete. The mdseaad lights that
shine on them in real paintings like Ballettprobe by Edgar Deg&sgure 35 have
loads of properties which can be called dimensions. The balletedréssexample
have transparency properties; the materials and their dimensensaiated with

varying levels of detail; the skin of the man on the left is piile the faces of the
dancers are white; the jacket of the man on the left has siladuns; translucency
of skin enables soft shadows. In addition the material dimensiomsaaliéied by the

feelings those materials need to portray in a particulartgituéEnabling an artist to
modify materials in all of these dimensions as well as perhia@sdimensions

themselves in a 3D NPR representation is a challenge.
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Another issue altogether is the actual geometry of realipgsmtThe Balletprobe has
relatively coherent geometry although silhouettes are slighigzy and the
background is unclear. Trying to recreate an NPR 3D world frommphinting by

using a 3D model with HCBTF materials on the surfaces wouldsuifice. Other

NPR methods reviewed in Arponen (2006) have been created to tackle these
problems. Creating 3D worlds based on more modern paintings like dscassre
famous works is an even more daunting task. The geometry in such maddeggnot
necessarily work at all by the rules of conventional Euclidian geometry.

Due to nature of 3D-model-based computerized rendering a singleepisturot
essential in the same way as in traditional paintings. Yourzare around objects in
the scene, the whole painting can change or move and so on. Therieddisilues of
painting therefore cannot be taken as ultimate truth in evaluatifg iethods but
merely as reference, something to compare with. While the HCBTF idiadgep in
adding to the possibilities of NPR to better mimic paintings araividgs, that
possibility should not necessarily be used like it is used in waditpaintings. When
considering the avenues of future development of the HCBTF itstsumental to
look at the dimensions in real paintings and evaluate which of themd wamsul

essential and implementable.

12.3Difficulty of painting HCBTF samples

Painting not what you know, but what you see is challenging. Durand (B&0&)vs
the books “Art and lllusion” by Gombrich from 1956 and “Secret Knowledge:
Rediscovering the Lost techniques of the Old Masters” by Hockmey 2001 and
quotes that realistic painters use and have already during theetfury used
photographs or other means to capture snapshots of scenes they arg fraiedse
their work. As described in chapter 2.2 the human brain easily &xtree intrinsic
properties of an object from the extrinsic properties it seeawiDg extrinsic

properties from an intrinsic idea is not so easy.

Since each painted sample in creating a HCBTF is tied tdfispleextrinsic values of
view and illumination angles, the painter is painting extrinsic pictures, psobditgow

the surface looks in a specific situation. The task is made ewen difficult by the
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fact that the painter needs to keep the painted samples conaigkenther samples

of the surface. On the other hand the HCBTF aims for non-photoregljstieaning

it aims to add intrinsic data in each extrinsic sample, icetfiminishing the amount
of difficult extrinsic data. In other words the criteria for correcsrea® not as harsh as

in a setting truly aiming for optical accuracy.

12.4The properties of the virtual camera used when paig

As discussed in Chapter 6.1 Gortler et al. (1996) take into accountritisic and
extrinsic properties of the camera they use to capture samples ohtfieltighey are
transforming into a lumigraph. When using a virtual camera we doeeat to worry
about special intrinsic properties like radial distortion. But thensit property of the
camera that defines mapping of different angles of lightirggsscreen pixels as well
as the extrinsic location and rotation are relevant even in teeo€assynthetic scene

like the one used in acquiring samples of the lightfield for the HCBTF.

The extrinsic properties have been dealt with by emulatingneoigeflectometer like
Levoy and Hanrahan (1996) did for their light-field rendering. Ther ean only
create samples in prespecified grid points thus providing both sofficeererage of
the grid and eliminating the need to calculate anything accotditige angle. As a
matter of fact without this prespecified grid the user would quibldyat loss with
trying to determine what amount of samples would be enough and wioth t®

select for creating those samples.

Since the sample we are painting is only virtual we can tek&io freedoms in
looking at the intrinsic mapping of screen pixels to light-raylemg-irst of all the
sample we are looking at is really small since it isosgscture and thus changes in
light ray angles from one side of the sample to the othesm@l enough to be
negligible by the user who is doing the painting. And since thereaiméut virtual it
also can forget that taking a real photograph of a real scene vemulole mapping
between photograph coordinates and light-ray angles arriving intcatmera. In
essence painting a sample of the HCBTF is not really creatiqpginting with
perspective but rather a fictional situation where all lighs ranriving in the virtual

camera are parallel.
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The same set of problems and solutions are valid for the light imdioéhe surface
as well. The light source is set infinitely far away making directional light and the

grid points it can occupy are predefined.

12.5The huge HCBTF space

Kalnins et al. (2002) consider the greatest asset of their work theagdadifat enables
an artist to impart with her own aesthetic on the scene. hasst wholeheartedly
agrees with the statement that an NPR method should be usedistarather than
the other way around. Art can be seen to be about the way anpartistys the
physical world around him. It is up to the artist to decide howde the physical
possibilities enabled by this method. The creation of the HCBTp t® the artist; to

such lengths that this freedom is actually also the greatest problem of Hueimet

During the course of implementation it was realized that siedsions require a lot

of sample data. Even with very few discrete values for theasiables the amount of
discrete values in the 6D space is big. The two dimensions in@BI H that make

the texture coordinates are not really problematic, since tfecsuormed by them is
shown to the user when she is drawing a sample. Thereforarh@esspace that
needs to be filled by the artist consists of the four dimendmmnsed by and
However a discrete space defined by four dimensions is big §smieh each of the
discrete values in that space needs to be explicitlyysatgminting. The size of that
space is proportional to*nwhich translates in the examples used in this thesis to
5x10x5x10=2500 discrete samples.

Originally the HCBTF concept was planned to be realized by deriwifrom a few
scattered samples. The user was supposed to have the possibility to paisasmhee
pictures of the surface. Those samples could reside anywhire four dimensional
space defined by, ;, jand ;. The idea was that those few random samples would
be used to create the look of the HCBTF by simply interpolétiam. The approach
soon proved impractical, because 6D interpolation from random sampied twut to

be a relatively complex issue and already the first simgitsions proved very slow.

Finding values beyond the original samples would have also needegaation,
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which would have made the matter even more complex. Preliminsujtgalid not

look very good either.

Ideologically the approach had positive sides. The amount of samgléscheas up
to the artist and therefore relatively small. The artist would have in plenoeen able
to choose the angles she deemed most descriptive as locatioamfides and insert

more samples in angles where the surface needed to be more detailed.

Without complex algorithms involving texture synthesis the original Ggabr would
have required the user to create an unspecified amount of samplaspiecified
angles. Trying to figure out how much is enough and where to place shogaes
was daunting. The decision to create empty slots where sanmglelsl e placed,
was elemental in many ways. The predefined empty grid easéasthef the artist in
understanding what should be done to end up with a satisfactory iesungbled
moving around in the 4D space previewing the surface while hatidgraf (see

Figure 36 for an example); and best of all it made a renderable file fpossible.
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e f
Figure 36. The artist can move around in the 4D grid of discree and previewing existing
samples as she draws more. However painting a salapgo every point on the grid

would mean drawing 2500 pictures.

Even though the new approach made the number of required sampiesHexduge
amount of required sample pictures remains a disadvantage a® etrdpolated

from Figure 36.

The solution to filling the grid is to enable the artist to fill grid spots wighctirrently

selected sample. By using the Ul creatively it is possibladkle the 2500 samples
required. The Ul enables the artist to restrict the fifgecified dimensions or only to
angles of specular reflection. The artist can also automgtaggbly Lambert shading
to the sample he is using to fill the space. More similar automaan be added, but

there are limits to the results which can be reached usmgpproach. The directions

84



for future research proposed in the next chapter suggest a &iousgon filling the

six dimensions.

12.6 Directions for future research

To my knowledge the HCBTF is the first non-photorealistic mescisire

representation. This means that the ideas and solutions presentsdesis are the
first steps in a new field of research. There are manydssheh could benefit from
future research. Some of those issues and possible directions tor@riswers are

presented in the following.

Two major directions of future research stand out as very integes their
possibilities to contribute to the HCBTF. Texture synthesis couldmeipte generate
new samples in the 4D illumination and reflection space and usediiferent way it
could ease the visible repetitiveness of patterns on a surfatedgavith a small
repeating HCBTF. Research into model based IBR might briame to frame
coherence with it as well as transform the creation of a &fashmples into the
creation of a single picture which is transformed into a 33astructure-level model

of strokes on the surface.

Model based IBR as a direction for future research

The model based IBR approach would mean a three dimensional modekofftdue

mesostructure where the user can place three-dimensional sasokestors or other
primitives like splines. The actual creation of the HCBTF uextwould mean
automatically generating sample views of that model which dmeilcbonsidered to be

the samples that the user has crafted.

There are however some readily visible problems with the approashtHa fact that
strokes that an artist might wish to make are not necessatigrent in a Euclidian
sense and that not all strokes can be portrayed by simple pesnitbecond the
HCBTF is not only about self-occlusion which this approach solves, botadlout
self shadowing and inter-reflections and the implementation oh tmeght prove
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difficult. Even simple coloring of the strokes to representvéimging surface normal
might be difficult.

One of the main assets of the model based IBR approach is thierciaaa single
model of the surface and therefore dodging the huge 4D disaetele space of the
HCBTF. The other clear asset is the view-based 3D coterehthe strokes since
they are from a real 3D model. An open question remains though ohevhetis

prudent to restrict an artist to a real 3D model.

A variation of the model based IBR approach would be to drop out the IBR. T
representation itself then should be vector or spline based inst#ael @irrent large
texture. A question remains of the speed and convenience of adispllaying such

a representation.

The screenshot in Figure 28 shows artifacts created by inteopoldtorphing the
transition between discrete samples would mean moving strokes tiagéimefading
and it would essentially remove those artifacts. A problem wittphiiog however is
its inherent slowness as well as the fact that the morphing in the case oFHEBds

to be four-dimensional instead of the one dimension in traditional morphing. W
these dimensions | refer to the 16 source pictures which are bldhtleel HCBTF
data were a collection of vectors or splines as in the model lzgg®dach, the
morphing task would be much easier even if the actual morphing dimengiorhd
still be four.

Texture synthesis as a direction for future research

One of the challenges of future research is to create automhtibrvould create
samples which are always aligned in the same way to the wiéke issue is
different for textures where a pattern on the surface isd#fming factor. For
example when rotating the brick texture from Figure 36 e to f the tile needui&tiya
rotate. For a surface paved with texture similar to gfaspgtojection of the grass on
the surface should look similar with changingin order to uphold the illusion of
three-dimensionality. Figure 29 demonstrates how the true flatfeise three
dimensional surface is revealed by rotation. Figure 30 on the othdrshaws how

creating a new projection for each angle solves the issueofdte®n of the grass in
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Figure 30 is done by hand, but having this arduous task automated wduldaset

the job of the artist and enable her to focus on the other variables.

Automatically rotating the contents of a picture without rotating canvas needs
further research. Rotation seems intuitively simple, but Fi§drdemonstrates why
automation cannot be done using the current approach. Simple rotatiomilyhere

loses some of the information in the picture.

Figure 37. Attempting to rotate an image and save the rotatednage over the original image will

either cause holes and overlaps or simply lose somEthe relevant data.

Of course the model based IBR approach will solve this probleits iown way.
Texture synthesis however might be a way to solve this anthsipnoblems and still
hold on to the non-geometrical approach taken in this thesis. The sgrappsoach
would analyze the contents of the canvas and modify it accordaitiiythe rotation
holding on to some of the key features. With texture synthesis ribleeston the
surface do not need to be three-dimensionally Euclidian and coheremaitbutatic
creation of novel samples might not be as straightforward astmatimodel based

IBR approach.
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Texture synthesis might also prove to be a solution to the appapaiitiveness of
the texture on the visible surface. Novel HCBTFs true to andditkiith the original

one could be created to fill surfaces.

Portraying microstructure with the HCBTF and mesostructuvgth another method

Since the HCBTF can replace the BRDF as the reflection nuddelsurface it is
possible that the HCBTF could be used like the BRDF in conjunction aith
mesostructure method like the bump map. For example the HCBTF could deseribe th
way a stone surface looks and a bump map could portray individual rocks on a

cobblestone road.

Using multiple light sources

A property that is missing from the HCBTF compared to BRDF and BTF is tlity abi
to use ambient light, multiple light sources or environment maps to define thenincide
plenoptic function. Implementing the possibility for multiple lightsnt a trivial
issue since simply blending or adding samples will not result inreohetrokes but
rather a mess. Adjusting the texture according to the intewnisibcident light which
would be needed for the rendering of shadows also needs further research.

Levels of detail and other common NPR issues

Levels of detail also need more research. In many of thenstrets presented, for
example in Figure 33, aliasing effects can be seen wherentbana of onscreen
pixels used to show the texture decreases below the amount &f itexleé texture.
The creation of HCBTF specific special mipmaps would probably shk/groblem
superficially. The superficiality can be seen by comparingdéa to real paintings,
where the stroke size does not diminish until vanishing for objexteer away. That
comparison leads also to the conclusion that research is needéar alases where

the surface gets closer to the viewer.

The problem of rendering silhouettes of real BTFs remains witH@BTF as well.
NPR silhouette rendering is a completely different areas#fareh, but steps need to
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be taken in that area to accommodate for rough silhouettes hsswviile current

smooth approach.

Using the HCBTF in combination with other NPR methods would solves tNER
related problems and probably produce satisfying results. For exam@dmbining
the HCBTF with the microbillboarding approach in Figure 38 taken kyoden
(2006) would be interesting. The strokes that make up objects usingdthod are
simply textured and Lambert shaded. The HCBTF could replace theibgxand
shading of the strokes so that their view and illumination dependency s@ith

real paintings better.

Figure 38. Hearts formed from strokes using an NPR method by fponen (2006). The look of the
strokes is defined by a texture and simple Lambershading, but could be replaced by
the HCBTF.
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Chapter 13

Conclusion

This thesis has presented a novel interactive NPR technique whiclesaatistic

representation of rough surfaces.

Figure 39 summarizes the HCBTF method as a combination of megostr
rendering, image based rendering and non-photorealistic renderindgpir@omNPR
and IBR brings with it the idea of using pictures as a sdorcenage based methods.
The BTF is essentially a combination of IBR and physicalljueste mesostructure.
The combination of mesostructure and NPR brings non-photorealistimghtada
new level. The combination of all these was named the Handcraftiedional

Texture Function.

Figure 39. The HCBTF combines ideas that arise from combiningthree different areas of

research in the field of computer graphics.
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The HCBTF is a method that enables an artist to imitate tlgsiqath way a real
surface looks different when viewing and illumination conditions changermEtieod
encompasses both micro- and mesostructure. It is a freefoimseasional function
that returns the color of a point on a surface. The HCBTF isectdst sampling the
looks of a patch of surface when illumination and viewing directmrange. The
samples are taken from illumination and viewing directions that g\¥éinihe entire
4D hemisphere of illumination and viewing directions around the surfatehe\
samples are hand drawn pictures of an imaginary surface viemeda discrete
viewing direction and illuminated by directional lighting from acdéte illumination

angle. Creating the HCBTF is reflectance handcrafting.

A rendered surface paved with the HCBTF shows a continuous teékatrdepends
on illumination and viewing direction according to the hand drawn sampigrgsc
The HCBTF is made continuous during rendering by linearly intetipglandividual
pixels in the discrete hand drawn samples with each other. The HCBT$emcess a
way to define how the way to hand draw a surface varies accdalitigmination

and viewing direction.

The first contribution of Kalnins et al. (2002) was “to identify thoalgof providing
direct control to the user as being the key to NPR”. The methtidsi thesis provides
control to the user in defining the looks of surfaces.

The thesis has identified that physical realism is not theesasnphotorealism.
Actually the thesis has provided users the possibility tothesie own judgments in

transforming physical realism to NPR imagery.

The method presented in this thesis is within the first stefigeinnexplored field of
reflectance handcrafting.
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Appendix A

Implementation

A.1 Rendering the HCBTF shaders from OpenGL

This chapter contains the C-code for rendering an example switcéhe HCBTF
shaders bound to it. The code assumes that the surface verties®m@gespaced in

scope of x and y.

1 * Save the uniform variables */

2 //Send the modelview projection matrix to the verte x shader

3 cgGLSetStateMatrixParameter(cgHandler->ModelViewPro i

4 CG_GL_MODELVIEW_PROJECTION_MATRIX,
5 CG_GL_MATRIX_IDENTITY);

6 /ISend the Inverse of the Modelview matrix to the v ertex shader

7 cgGLSetStateMatrixParameter(cgHandler->ModelViewl,

8 CG_GL_MODELVIEW_MATRIX,

9 CG_GL_MATRIX_INVERSE);

10  //Bind the texture to the fragment shader

11  cgGLSetTextureParameter(cgHandler->theBigTexture, * (btfTexture->texturelD));
12 cgGLEnableTextureParameter(cgHandler->theBigTexture );

13

14

15  /* Turn on and bind the vertex and fragment shaders */

16  cgGLEnableProfile(cgHandler->cgVertexProfile);

17  cgGLBindProgram(cgHandler->cgVertexProgram);

18  cgGLEnableProfile(cgHandler->cgFragmentProfile);
19  cgGLBindProgram(cgHandler->cgFragmentProgram);

21  [* Traverse the vertices of the example surface */
22 for (j=1;j<(SURFACE_Y-1);j++) {

23 glBegin(GL_TRIANGLE_STRIP);

24 for (i=1;i<(SURFACE_X-1);i++) {

25 [* Save the per vertex variables */

26 /[The relative size of the texture can be contr olled
27 glTexCoord2f(i*texZoom, j*texZoom);

28 /lthe tangents are calculated using the mean val ue theorem
29 cgGLSetParameter3f(cgHandler->tangentl,

30 1,

31 data[index(i+1,j)]-datafindex(i-1,j)],
32 0);

33 cgGLSetParameter3f(cgHandler->tangent2,

34 0,

35 data[index(i,j+1)]-datafindex(i,j-1)],
36 1);

37 //Set the precomputed normal

38 gINormal3f(normals[index(i, j)][0],

39 normals[index(i, j)][1],

40 normals[index(i, j)1[2]);

41

42 * Render the vertex */

43 glVertex3f(i*0.5f, data[index(i,j)], j*0.5f);

98



45 /* And another vertex */

46 /l GL_TRIANGLE_STRIP needs two vertices per ite ration
47 /l to cover the surface

48 glTexCoord2f(i*texZoom, (j+1)*texZoom);

49 cgGLSetParameter3f(cgHandler->tangentl,

50 1,

51 datafindex(i+1,j+1)]-data[index(i-1,j+1)],
52 ;

53 cgGLSetParameter3f(cgHandler->tangent2,

54 0,

55 data[index(i,j+2)]-data[index(i,j)],

56 1);

57 //Set the precomputed normal

58 gINormal3f(normals[index(i, j+1)][0],

59 normals[index(i, j+1)][1],

60 normalsfindex(i, j+1)][2]);

61 glVertex3f(i*0.5f, data[index(i,j+1)], (j+1)*0.5 f);
62

63 /* Loop through the surface */

64 }

65 glEnd();

66 }

67

68  /* Turn off the shaders */

69  cgGLDisableTextureParameter(cgHandler->theBigTextur
70  cgGLDisableProfile(cgHandler->cgFragmentProfile);

71  cgGLDisableProfile(cgHandler->cgVertexProfile);

A.2 HCBTF vertex shader

e);

It is the responsibility of the vertex shader to calculatevewors involved in the

HCBTF. The resulting vectors are automatically interpolédedhe fragment shader

by the hardware.

72  [* Define inputs from the application. */
73  struct appin

74

75 float4 Position : POSITION;

76 float4 tangentl : TEXCOORD1;
77 float4 tangent2 : TEXCOORD2;
78 float4 normal : NORMAL;

79 float2 texCoord : TEXCOORDO;
80 }

81

82  /* Define outputs from vertex shader. */
83  struct vertout

84 {

85 float4 HPosition : POSITION;
86 float4 EyeVec : TEXCOORD?2;
87 float4 LightVec : TEXCOORDI;
88 float2 texCoord : TEXCOORDO;
89 }

920

91  /* The shader */
92  vertout main(appin IN,

93 uniform float4x4 ModelViewProj,

94 uniform float4x4 ModelViewl,

95 uniform float4x4 ModelViewOfLight)

96

97 /* Standard vertex shader initializations */

98 vertout OUT,;

99 /I Transform vertex position into homogenous clip-

100 OUT.HPosition = mul(ModelViewProj, IN.Position);

102 /* Normalize the orthogonal basis of the vertex-coo
103 IN.normal.xyz=normalize(IN.normal.xyz);

space.

rdinate system */
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104 IN.tangentl.xyz = normalize(IN.tangentl.xyz);

105 IN.tangent2.xyz = normalize(IN.tangent2.xyz);

106

107

108 /* Create the model-vertex transformation matrix */

109 float3x3 ModelVertexMatrix;

110 ModelVertexMatrix._m00_mO01_mO02 = IN.tangentl.xyz;
111 ModelVertexMatrix._m10_m11_m12 = IN.normal.xyz;
112 ModelVertexMatrix._m20_m21_m22 = IN.tangent2.xyz;
113

114
115 /* Reflected light vector */
116 /I the position of the eye is (0,0,0) in view coor

117 /I Multiply that with Modelviewl to get it into mo
118 float4 zeroVec = (0,0,0,1);

119 OUT.EyeVec = mul(ModelViewl, zeroVec);

120 /ladd the position of the model origin

121 OUT.EyeVec -= IN.Position;

122 [Itransform the vector from model coordinates to v
123 OUT.EyeVec.xyz = mul(ModelVertexMatrix, OUT.EyeVec
124 /Inormalize the vector

125 OUT.EyeVec = normalize(OUT.EyeVec);

126

127 /* Incident light vector */

128 /[Find the position of the light in View Coordinat
129 OUT.LightVec = mul(ModelViewOfLight,zeroVec);
130 /Ithen transform the position from View coordinate
131 OUT.LightVec = mul(ModelViewl, OUT.LightVec);
132 /ladd the position of the model origin

133 OUT.LightVec -= IN.Position;

134 /itransform the vector from model coordinates to v
135 OUT.LightVec.xyz = mul(ObjectNormalMatrix, OUT.Li
136 /Inormalize the vector

137 OUT.LightVec = normalize(OUT.LightVec);

138

139 /* Done */

140 IIpass through the texture coordinates

141 OUT.texCoord = IN.texCoord,;

142 return OUT,;

143 }

A.3 HCBTF fragment shader

dinates.
del coordinates

ertex coordinates
XyZz);

es

s to Model coordinates

ertex coordinates
ghtVec.xyz);

The fragment shader finds the correct color for each pixel frmHCBTF texture

according to the vectors provided to it.

144 /* Variable conventions */

145 //dimensions.xy = amount of discrete values

146 //dimensions.zw = maximum discrete value (where z=x
147 //ball.x=phi (pan)

148 //ball.y=theta (tilt)

149

150 /* Define inputs from vertex shader. */

151 struct vertout

152 {

153 float4 HPosition : POSITION;

154 float4 EyeVec : TEXCOORD?2;

155 float4 LightVec : TEXCOORD1,

156 float2 texCoord : TEXCOORDO;

157 }

158

159 /* A function that scales a vector to the specified
160 float2 scale(float2 vector, float4 vectorDimensions
161 return vector/vectorDimensions.zw*vectorDimensions
162 }

163

164 /* A function that tranforms a normalized vector fr
165 to a spherical coordinate system disregarding it's
166 float2 ortho2ball(float3 ortho) {

and w=y)

dimensions */
)M
XY;

om an orthonormal system
length. */

100



167
168
169
170
171
172
173
174
175
176
177
178
179
180
181
182
183
184
185
186
187
188
189
190
191
192
193
194
195
196
197
198
199
200
201
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203
204
205
206
207
208
209
210
211
212
213
214
215
216
217
218
219
220
221
222
223
224
225
226
227
228
229
230
231
232
233
234
235
236
237
238
239
240
241
242
243

float2 ball;
if (ortho.y>=0)
ball.y=degrees(acos(ortho.y));
else
ball.y=-1;
ball.x=degrees(atan2(ortho.x,ortho.z));
/Imove from [-180,180] to [0,360] degrees
ball.x += 360.0*step(ball.x, 0);

return ball;
/* A function that finds the appropriate location i n the HCBTF texture */
float2 getTextureCoordinates(float2 textureCoordina tes,
int2 intEye,
float2 floatLight,
uniform float4 textureDimensions,
uniform float4 eyeAndLightDimensions,
uniform float4 lightDimensions)
textureCoordinates = round(scale(textureCoordinat es, textureDimensions));
textureCoordinates.x = (textureCoordinates.x*eyeAn dLightDimensions.y

+intEye.y*lightDimensions.y

+floatLight.y

+0.5)

/(textureDimensions.x*eyeAndLightDimensions.y );

textureCoordinates.y =(textureCoordinates.y*eyeAnd LightDimensions.x

+intEye.x*lightDimensions.x

+floatLight.x

+1+0.5)

/(textureDimensions.y*eyeAndLightDimensions.x );

/INOTE:
/[+0.5 moves the sampling point into the middle of the texel
/[+1 for the fact that floatlight wraps for 1 texe | on both sides

return textureCoordinates;

float4  main (uniform sampler2D theBigTexture : TEXUNITO,

uniform float4 textureDimensions : CO,
uniform float4 eyeAndLightDimensions : C1,
uniform float4 lightDimensions : C2,

uniform float4 eyeDimensions : C3,

vertout IN) : COLOR

float4 finalColor;

/* Transform the vectors into the spherical coordi nate system */
float2 ballEye = ortho2ball(IN.EyeVec.xyz);

float2 ballLight = ortho2ball(IN.LightVec.xyz);

/* Reject fragments that point away from the light or view */
if (ballLight.y !=-1) && (ballEye.y !=-1)) {

[* Scale the vectors to match the discrete values of the HCBTF texture*/
ballEye = scale(ballEye,eyeDimensions-int4(1,1,1, 1));

ballLight = scale(ballLight,lightDimensions-int4( 3,1,1,1));
/* Clamp theta to its maximum and wrap phi aroun d 360 degrees */

if(ballLight.y>=lightDimensions.y)
ballLight.y = lightDimensions.y-1;
float before= ballLight.x;
ballLight.x = fmod(ballLight.x,lightDimensions. x-2.0);

/* Floor the eyevector to a discrete value */
int2 intEyeLD=floor(ballEye);

/ldue to accuracy problems in the hardware it is better to

/Inot wrap around intEyeLD. It's values are al so such that wrapping
/Ishould not even be needed.

/lintEyeLD.x = fmod((float)intEyeLD.x,eyeDimens ions.x);

intEyeLD.y=min(eyeDimensions.y-1, intEyelLD.y);

/* Find the other discrete values around the eye vector */
int2 intEyeRD;

intEyeRD.x = intEyelLD.x+1;

intEyeRD.y = intEyelLD.y;

intEyeRD.x = fmod((float)intEyeRD.x,eyeDimensio ns.x);
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244
245
246
247
248
249
250
251
252
253
254
255
256
257
258
259
260
261
262
263
264
265
266
267
268
269
270
271
272
273
274
275
276
277
278
279
280
281
282
283
284
285
286
287
288
289
290
201
292
293
294
295
296
297
298
299
300
301

}

int2 intEyelLU;

intEyeLU.x = intEyeLD.x;

intEyeLU.y = intEyelLD.y+1;

intEyeLU.y = min(eyeDimensions.y-1, intEyelLU.y)
int2 intEyeRU;

intEyeRU.x = intEyeRD.x;

intEyeRU.y = intEyelLU.y;

/* The distance between analog and discrete value
float2 lerpAmount=ballEye.xy-(float2)intEyeLD.xy;

/* Blend */
/Iblend between the integers surrounding the eye
/Ithe blending for the light vector is done
/lautomatically by the texture lookup
finalColor.rgba = lerp(
lerp(
tex2D(theBigTexture,
getTextureCoordinates(IN.texCoord,

tex2D(theBigTexture,
getTextureCoordinates(IN.texCoord,

/Iblend between the left side top and down inte
[Ito the integer’s y-distance from the true ve
lerpAmount.y),

lerp(

tex2D(theBigTexture,

getTextureCoordinates(IN.texCoord,

tex2D(theBigTexture,
getTextureCoordinates(IN.texCoord,

/Iblend between the right side top and down int
[Ito the integer’s y-distance from the true ve
lerpAmount.y),
/Iblend between the right side and left side ble
[Ito the integer’s x-distance from the true vect
lerpAmount.x);

}else {
I* Color rejected fragments black */
finalColor.rgb = float3(0,0,0);

}

/* Commit the color of the fragment */
finalColor.a = 1.0;
return finalColor;

s */

vector

intEyelLD,
ballLight,
textureDimensions)),

intEyelLU,
ballLight,
textureDimensions)),
ger points according
ctor

intEyeRD,
ballLight,
textureDimensions)),

intEyeRU,
ballLight,
textureDimensions)),

eger points according

ctor

nds according
or
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Appendix B

Debugging NVidia CG

During the course of implementing the CG shaders for the HCBilétited that

debugging CG is not a simple issue. Since the vertex and fraghsetdrs can only
modify graphical primitives, there is no way to output textual or nigaedebug

data. The GPU is a parallel processing unit simultaneously mgrki thousands of
primitives and therefore also the amount of debug data at a smgteent is huge.
The only practical way to output information is through the creatieeofisolors and
textures as messengers from the program to the programmer. HEpterc shows
some of the most interesting, educational and beautiful ways @rldreextures were
used to debug the HCBTF shaders.

Debugging the illumination and reflection vectors

The relatively tedious illumination and reflection vectors, theiregsphl coordinate
counterparts and discrete versions originally contained some problEmese
problems were noticed and fixes verified using shader modificatikestie one

shown in Figure 40.
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Figure 40. A screenshot of a shader visualizing the discretdumination vector. Red depicts the
value of ; and green the value of ;. The colors are scaled so that maximum color

equals maximum value and minimum color means minimon value.

How discrete samples blend with each other

During the course of implementing the texture file format lnd HCBTF and
subsequent rendering contained inexplicable discontinuity lines. These Were
found to come from problems with the fact that botshould be continuous at 0 and
2 . Essential with solving the problem was a visualization showngur&i41 on how

the samples defined by the reflection vector blend into each other.

Figure 41. A screenshot of a shader modification that shows momuch of each discrete sample
was used to render the pixels on the surface. THeur different colors red, blue,

green and black each refer to a discrete value ohe reflection vector. The lines of
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discontinuity on the surface show where the systemoves from a discrete sample set
to the next.

Aligning drawing and rendering

There were rotational problems with rendering what was drawhenredlitor. The
initial hypothesis was that the zero gfand ; did not point in the same direction. As
Figure 42 shows this did seem to be the case, but fixing ittdsée'm to solve the
problem. Figure 43 shows how | investigated the problem by dralauk arrows
pointing towards the user and white arrows towards the light solinege were no
problems with so | disregarded it.

Figure 42. The screenshot visualizes calculated vectors in thepherical coordinate system from
the HCBTF vertex shader. The white line lies aroundhe zero of ; and the blackline
in the vicinity of zero of . The lines should be parallel, because the zerok g and ,

are parallel in the HCBTF drawing program.

Figure 43. | drew a -invariant HCBTF consisting of black arrows pointing towards the user

and white arrows towards the light source. The redering didn’t reproduce what |

had drawn.
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The problem was caused by a combination of the texture coordinateasrdell as
the directions of the y-axis in the illuminate and reflection sphkeicoordinate

systems, which caused the twao rotate in opposite directions as seen in Figure 44.

Figure 44. In order to make the spherical coordinate system indrawing more intuitive the
illumination coordinate system was using a left hatled system while the reflection
coordinates were in a right handed system. Mere mioring of caused in the two

systems to rotate in opposite directions.

Finally the problem was fixed and proved so in Figure 45.

Figure 45. In this HCBTF blue arrows were drawn to point towards the viewer and yellow ones
towards the point light. The visualization proves hat the HCBTF is rendered

correctly.
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